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In the 1930’s, the Russian mathematician Kantorovich wrote the first linear program on a 
blackboard in a Soviet classroom: 

   min 𝑐 𝑥        (1) 

subject to 

   𝐴𝑥 𝑏        (2) 

   𝑥 0         (3) 

where 𝑥 is an n-dimensional vector.  This fundamental model did not attract much attention 
because no-one knew how to solve it and, we suspect, people did not yet understand the 
problems that it could solve.  This had to wait until after World War II when another 
mathematician, George Dantzig, who was tasked to find better methods for solving the logistics 
problems that arose during the war, invented the simplex algorithm.  Now the math had both an 
important application, and a method for solving it. 

It was as early as the 1950’s that people became 
interested in problems that combined decisions 
and uncertainty.  Dantzig himself became 
interested in managing fleets of aircraft given the 
uncertainty of weather.  Richard Bellman 
invented Markov decision processes while 
working on inventory control problems.  The 
business community developed decision trees for 
helping with business decisions, while the 
statistics community addressed the problem of 
finding the best design out of a set when the 
performance of the design was unknown (the 
ranking and selection problem).  In time, over 15 different scientific communities would evolve 
to address the many forms that decision problems under uncertainty would arise.  Every book 
cover in the “jungle of stochastic optimization” represents a distinct field in which someone 
could spend years, if not a lifetime, solving problems and advancing the methodology. 

As of this writing, one of the fields, “reinforcement learning,” has caught the imagination of the 
public.  Reinforcement learning started as a simple algorithmic strategy called Q-learning, but 



the term has grown to be associated with a problem that covers any sequential decision problem, 
which can be solved with any of a range of methods. 

Most of these decision problems are motivated by some form of dynamic resource allocation 
problem.  Examples include managing supply chains to make cars, computers and smartphones; 
managing inventories of vaccines or the use of doctors, technicians and medical imaging 
equipment; planning laboratory experiments for designing drugs or new materials; dispatching 
fleets of trucks or driverless EVs; assigning messages to communication channels; building out 
networks of cell towers; controlling the release of water during storms; and planning the planting 
and harvesting of agriculture.  The list is literally endless.  Dynamic resource allocation problems 
touch every aspect of our lives.  

Note that a resource can be a single person, a piece of equipment, a patient, a chessboard, or a 
laboratory experiment.  These are the problems most familiar to computer science.  
Alternatively, we may be managing fleets of trucks, groups of people, financial portfolios, or 
spatially distributed inventories of consumer goods, spare parts and medical supplies.  This latter 
group of problems can be very high dimensional, a problem class that has been widely studied 
within a community known as operations research, but most often using the tools of 
deterministic optimization which evolved from the study of equations (1)-(3).  Solving problems 
that combine vector-valued decisions and uncertainty remains a major goal, but even problems 
with a single resource in the presence of uncertainty is an active area of research.   

One of the crowning achievements of deterministic optimization has been the adoption of the 
framework in equations (1)-(3), which is used around the world.  By contrast, the academic 
community has failed to develop a single, canonical framework for sequential decision problems 
under uncertainty.  Each of the books shown above exhibits its own style, although some fields 
borrowed heavily from others (a good example is the use of the notation of Markov decision 
processes in reinforcement learning).  Sadly, the different modeling frameworks and notational 
systems disguise the common properties of problems, and some commonality in the solution 
approaches. 

Any sequential decision problem can be written as a sequence of states 𝑆 , decisions 𝑥 , and (for 
problems with uncertainty), new information that arrives from outside the system 𝑊  (the 
“exogenous information”).  We can write this sequence as 

𝑆 , 𝑥 , 𝑊 , 𝑆 , 𝑥 , 𝑊 , … , 𝑆 , 𝑥 , 𝑊 , …  

where states evolve according to a transition function (also known as a system model) that we 
write as 

𝑆 𝑆 𝑆 , 𝑋 𝑆 , 𝑊 . 

Decisions are made with rules or functions called policies that we represent using 𝑥 𝑋 𝑆 , 
where 𝜋 𝑓, 𝜃  captures the information on the structure of the policy 𝑓 ∈ 𝐹 and any tunable 
parameters ∈ θ ∈ Θ .  When we make a decision 𝑥 , we receive a contribution 𝐶 𝑆 , 𝑥  (or 
incur a cost).  Our goal is to find the best policy that works well on average over the possible 



outcomes of 𝑆 , 𝑊 , 𝑊 , … , 𝑊 , … .  This means we can write our optimization problem in the 
form 

max
∈

𝔼 ∑ 𝐶 𝑆 , 𝑋 𝑆 |𝑆  (4) 

where 𝑆 𝑆 𝑆 , 𝑋 𝑆 , 𝑊 . 

The optimization problem in (4) for decisions under uncertainty is the parallel of the model in (1) 
when it was first posed in the 1930’s.  The problem is, how to solve it?  George Dantzig gave us 
the simplex algorithm for searching over vectors 𝑥.  How do we search over policies 𝜋?   

We do not have something like the simplex algorithm for searching over policies, but we can 
turn to the 15 different communities to see how they approach problems.  We found that there 
are two fundamental strategies for designing policies, each of which can be divided into two 
subclasses: 

 The policy search class – These are policies 𝑋 𝑆 |𝜃  which are characterized by a 
vector of tunable parameters 𝜃  corresponding to the class of function.  There are two 
subclasses: 

o Policy function approximations (PFAs) – These might be simple rules (such as 
buy low-sell high policies), linear functions such as 𝑋 𝑆 𝜃
∑ 𝜃 𝜙 𝑆∈ , or even a neural network.  PFAs are the simplest class of policy, 
and probably most widely used by people to make day-to-day decisions. 

o Cost function approximations (CFAs) – Here the policy is the solution of a 
modified optimization problem that is parameterized by a vector 𝜃 .  We might 
write the policy as 𝑋 𝑆 |𝜃 𝑎𝑟𝑔𝑚𝑎𝑥 �̅� 𝑆 , 𝑥|𝜃  subject to 𝑥 ∈ 𝑋 𝜃 .  
CFAs are particularly powerful and are widely used in industry without 
recognizing that they are policies for solving optimization problems under 
uncertainty. 

Policies in the policy search class have tunable parameters that are tuned by solving the 
problem 
 𝑚𝑎𝑥  𝔼 ∑ 𝐶 𝑆 , 𝑋 𝑆 ||𝜃 |𝑆     (5) 
 

 The lookahead class – These policies are designed by approximating the impact of a 
decision now on the future.  This class can also be divided into two subclasses: 

o Policies based on value function approximations (VFAs).  These policies 
maximize the contribution of a decision 𝑥  made now (such as how much 
inventory to order), plus an approximation of the value of transitioning to state 
𝑆  (such as future inventories).  These can be written 
𝑋 𝑆 𝑎𝑟𝑔𝑚𝑎𝑥 𝐶 𝑆 , 𝑥 𝔼 𝑉 𝑆 |𝑆 , 𝑥 ,   (6) 
     𝑎𝑟𝑔𝑚𝑎𝑥 𝐶 𝑆 , 𝑥 𝑉 𝑆 ),     (7) 

    𝑎𝑟𝑔𝑚𝑎𝑥 𝑄 𝑆 , 𝑥 .      (8) 
Equation (6) is the classical form of Bellman’s optimality equation, with a nested 
expectation (which can be hard to compute).  Equation (7) uses the post-decision 



state variable (the state immediately after making a decision, but before any new 
information arrives) that eliminates the expectation (this is critical if 𝑥 is a 
vector).  Finally, equation (8) uses the notation of Q-learning, familiar to the 
reinforcement learning community.  The problem with VFA-based policies is that 
the value function (or Q-factor) is rarely computable exactly.  For this reason, a 
host of algorithms have evolved under names such as approximate dynamic 
programming and reinforcement learning, but even approximation methods are 
typically restricted to relatively simple problems. 

o Policies based on lookahead approximations (DLAs).  DLAs approximate the 
downstream impact of a decision now over the entire horizon.  By far the most 
popular form of direct lookahead is to use a deterministic approximation of the 
future, which we would write as 
 

𝑋 𝑆 𝑎𝑟𝑔𝑚𝑎𝑥 , , ,…, ,
𝑐 𝑥 �̃� , 𝑥 ,  

 
where we use the notation 𝑥 , , with a tilde and a double time index, to represent 
variables in the lookahead model.  This is how Google maps plans our route to a 
destination, even in the presence of varying travel times.  There are situations 
where we have to use a stochastic lookahead model, which is more complex.  
Sophisticated tools have evolved to help solve stochastic lookaheads such as 
Monte Carlo tree search (in computer science) or stochastic programming (in 
operations research). 
 

We claim that these four classes of policies are universal – any solution to any sequential 
decision problem will use one of these four classes, or possibly a hybrid.  This property ensures 
that we are not overlooking a fundamental approach for solving a decision problem.  In fact, 
every policy used by each of the books illustrated above fit in this framework.  This framework 
covers the entire field that is currently known as reinforcement learning, which has attracted so 
much attention.  In fact, AlphaGo, the software that used “reinforcement learning” to crack the 
game of Go, is actually a hybrid of all four classes of policies.   

We note that policies in the policy search class tend to be simpler (often much simpler) than 
those in the lookahead class.  However, the price of simplicity is tunable parameters, and tuning 
parameters can be hard.  Also, designing the best parameterization is an art that requires 
exploiting domain knowledge.  This is both a strength (you can exploit domain knowledge) and a 
weakness (you have to come up with the parameterization). 

It is important to emphasize that these four classes of policies are meta-classes.  There is still a 
lot of work to do once we have chosen which class to pursue.  We can also use hybrids.  
However, we have been able to show that any of the four classes may work best depending on 
the characteristics of the data.   



This framework opens up the door to designing practical methods for solving any sequential 
decision problem under uncertainty, which provides a path to tackling any of the dynamic 
resource allocation problems mentioned above.  In fact, our personal experience spans problems 
ranging from controlling realistic energy storage devices to planning the locomotives for Norfolk 
Southern Railway.  We can help plan experiments to design new materials and to learn the best 
drug for a patient (these are optimal learning problems, where the state variable includes 
probabilistic beliefs about unknown parameters).   

There are powerful libraries for solving machine learning problems and deterministic 
optimization problems.  As of this writing, there is almost nothing for sequential decision 
problems under uncertainty; there are packages for problems that can be represented as decision 
trees, but these are limited to very small problems.  This framework establishes the kind of 
canonical foundation for sequential decision problems under uncertainty that has long been 
enjoyed by the deterministic optimization community.   

The real value of this framework is to bring together the contributions of all the different 
communities that address decisions in the presence of different forms of uncertainty.  While we 
do not have a parallel of the simplex algorithm for linear programs, we have what we might call 
an algorithmic meta-strategy by identifying the four classes of policies.  This is important, since 
the various solution strategies that have been developed by the different communities in the 
“jungle” are like a hammer looking for a nail.  The problem is that each hammer solves a specific 
problem class, and the hammers are fragile – it is very easy to modify a problem in a way that 
makes it so that the hammer no longer works.  By contrast, our framework is universal – it 
allows someone to model any sequential decision problem (possibly with minor modifications).  
The four classes of policies represents a roadmap to the design of practical solutions, with the 
guarantee that any solution (including whatever is already being used) falls within the four 
classes of policies. 

For more information, go to jungle.princeton.edu.  


