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The analysis group at the Air Mobility Command has long used simulation to assist
with the analysis of different operational scenarios to determine the effects of changes in
airbases, the size and mix of the fleet and a variety of operational policies. The most
significant effort has evolved around MASS (and its replacement, AMOS), which captures a
wide range of operational issues. MASS simulates the flows of cargo aircraft moving a set of
requirements (loads of freight and passengers) that are designed to meet a particular scenario.
The requirements are characterized by an origin, destination, weight, time of availability
and other descriptors that capture the nature of what is being moved (passengers or freight,
and a measure of how much freight is oversized, requiring the largest cargo aircraft). The
requirements are specified in a “time-phased force deployment dataset” or TPFDD, which
is prepared by analysis groups familiar with the needs of a scenario.
As an analysis methodology, MASS/AMOS offers the flexibility to incorporate the complex dynamics of these systems and the ability to explicitly control the behavior of the
system through the specification of the rules used to manage the aircraft. At the same
time, these models struggle with the challenge of juggling multiple aircraft; instead, they
resort to simple rules to reduce the dimensionality of the problem. Simulation has been
criticized by optimization specialists in the academic community because the behavior is not
“optimal,” but also by the practitioner community for the noise inherent in the behavior of
even deterministic simulations, which complicates the analysis of small changes in rules and
inputs.
A development effort focusing on the use of optimization models to model the airlift flow
problem has paralleled the development of simulation models. The airlift mobility model
(MOM), described in Wing et al. (1991), is one of the earliest published efforts focusing
on the airlift problem. Mattock et al. (1995) compares several optimization formulations of
the airlift problem. THRUPUT, developed by Yost (1994), captures the specifics of airlift
operations in a static model. THRUPUT II extended this model to a dynamic formulation,
described in Rosenthal et al. (1997). A similar model was developed at RAND called CONOP
(CONcept of OPerations) which contained several important features. For this reason, the
Naval Postgraduate School and the RAND Corporation merged the two models into NRMO
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(NPS/RAND Mobility Optimizer). The most comprehensive model to date in this line of
research is described in Baker et al. (2002). Optimization offers the theoretical appeal of
providing “optimal” solutions. Also, small changes in the input data tend to produce small,
and reasonable, changes in the objective function. For example, if aircraft are added to an
optimization model that minimizes total delay, adding an aircraft will result in a reduction
in total delay (or at least, it will not increase). This is not guaranteed by simulation models.
Optimization, however, suffers from some significant limitations. Perhaps the most apparent is the difficulty in modeling complex operational problems in a realistic way. Optimization algorithms require that the dynamics of the system be expressed in the form of
systems of linear equations. The inability to incorporate uncertainty is also an issue, complicating, for example, the modeling of aircraft failures and their effect on airbase capacity.
More problematic is the difficulty in modeling the evolution of the system over time. For
example, the capacity of an airbase may depend on the detailed modeling of how aircraft on
the ground are parked, maintained, refueled, loaded and unloaded.
We have overcome some of the limitations of simulation by using the concept of an
optimizing simulator. This technology is a form of intelligent simulation. Instead of using one
large math program (as would be used in a pure optimization approach) we solve sequences
of smaller math programs in an iterative fashion. We step through time just as any (discrete
time) simulator would do, allowing us to apply classical simulation strategies to capture
complex system dynamics. However, we solve sequences of small optimization problems
(covering one time period at a time) just as an optimization model would. As a result,
the behavior of our system is guided by a cost function rather than rules, which govern the
dynamics of many simulation models.
Our use of sequences of optimization problems exposes us to an often overlooked weakness
of all optimization models. It is often the case that we assume that the solution of an
optimization model is “optimal” because it has provided the lowest possible costs. In fact,
the true quality of our solution depends on the cost function, which is typically a mixture
of hard and soft costs. We may, for example, have a hard estimate of the cost of flying an
aircraft for one hour, but we struggle with the “cost” of landing a military aircraft at an
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unfriendly airbase, or one which has limited maintenance abilities, or which does not have
a reliable supply of fuel. People in operations may “prefer” to use certain routes due to
potential weather problems or problems with flying over or around nations which are not
comfortable with U.S. military overflights.
The modeling of complex operational problems face a host of such soft issues which may
be difficult to quantify. Optimization models handle these by introducing soft penalties
(costs for penalizing activities which we allow, but do not like) and bonuses (for activities
we want to encourage). But it is often the case that the resulting model produces behaviors
that a knowledgeable expert “does not like.” This problem does not arise in settings such
as a research environment, but it is a major issue in a setting where an expert can analyze
and criticize the results.
Simulators avoid the need to use soft costs because decisions are made through a set of
rules. The value of rule-based logic is that the analyst has direct control over the behavior
of the system. If the model makes decisions that the analyst does not like, he has only
to change the rules. An optimization modeler, on the other hand, has to adjust the costs,
rerun the model and hope that the change produces the desired results. Practitioners who
have experienced the challenge of actually implementing a model are well familiar with this
problem.
Simulation practitioners, especially those working in the area of transportation and logistics, also struggle with the limitation of rule-based systems. The biggest challenge is juggling
multiple resources. For example, we may need to find an aircraft to move a requirement from
New Jersey to Europe. The closest available aircraft may be in Ohio, but that aircraft is
better suited for another requirement also leaving from Ohio. Trading off the competing
demands on resources, especially when those demands arise over time, can be especially
difficult in a simulator (but quite easy for an optimization model).
In this paper, we build on the work of Marar & Powell (2002a) to propose a merger of the
strengths of simulation and optimization. We retain what is fundamentally an optimizationbased framework, which is to say that we will be minimizing costs. But we will allow the user
to express desirable rules in the form of low dimensional patterns. For example, a cost model
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might assign a C-17 in England to a requirement that requires landing in Saudi Arabia. But
the base in Saudi Arabia may not have proper maintenance facilities to handle a C-17 failure.
The proper answer of an optimization expert is that the cost of such a breakdown has to
be added to flows of C-17’s going into Saudi Arabia, but estimating these costs can be very
time consuming. In addition, we are generally not aware of these issues until the simulation
is up and running, with results being examined by a knowledgeable expert. At this point, it
becomes important to get the model to “behave properly” as quickly as possible. It is useful
to be able to simply state (through a data file): “avoid sending C-17’s into Saudi Arabia.”
We allow the user to guide the behavior of the model by creating files which capture
these low dimensional patterns. These are then incorporated into the objective using a
penalty function known as a proximal point term, which penalizes deviations from these
user specified patterns. By restricting our rules to low dimensional patterns, we ensure that
the rules are relatively simple, which also implies that there will not be too many of them.
As a byproduct, the rules will not be detailed enough to guide the simulator in a realistic
way. For this, we depend on the fact that the optimization model can specify a complete set
of behaviors. However, it is our presumption that if we depended solely on the cost model
alone, we would ignore important issues that are otherwise hard to quantify.
The paper is organized as follows. Section 1 gives an overview of the basic principles of
an optimizing simulator. Section 2 introduces the concept of low dimensional patterns and
illustrates their role in the airlift mobility problem. Section 3 extends this concept by introducing the powerful concept of hierarchical patterns, which allows patterns to be described
at different levels of aggregation. Then, section 4 presents an algorithm for incorporating
static patterns (patterns that are not indexed by time) into a dynamic model, where the
challenge is to solve the model in a time-staged manner and obtain a solution that reasonably
matches a set of patterns. Finally, section 5 illustrates the technique in the context of the
airlift mobility problem.
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1

The optimizing simulator concept

Central to our presentation is the use of a concept we call an “optimizing simulator.” This
approach to modeling combines concepts from simulation, which involves stepping through
time solving sequences of decision problems, with optimization, which requires the use of
a cost-based objective function to guide model behavior. Of particular importance is our
representation of the flows of “resources.” The model might assign a particular C-17 to a
particular airbase in Saudi Arabia, whereas a pattern might indicate that C-17’s should not
be used in the Middle East. Patterns are typically specified at a more aggregate level than
how they are modeled, and we have to be able to work with the different levels of aggregation
at the same time.
It is useful to start with a classical linear programming formulation of our problem, which
might look like (in matrix form):

min
x∈X

X

ct (xt )

(1)

t∈T

subject to:
At xt − Bt−1 xt−1 = R̂t

(2)

Dt xt ≤ ut

(3)

xt ≥ 0

(4)

In this formulation, the matrices At and Bt capture the interaction of the system between
time periods, Dt represents coupling constraints (which would be needed to represent the
limit on the number of aircraft needed to move a requirement), ut is the upper bound on
flows (which could be the size of a requirement, or limits on flows through airbases), and
R̂t models the arrival of new resources to be managed. xt is the decision vector (which may
be continuous, discrete or mixed), and ct (xt ) is a one period cost function to be minimized.
T = {0, 1, . . . , T − 1} is the set of discrete time points over which our system is defined.
Our interest is in problems that exhibit a natural state variable. For this purpose, replace
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equation (2) with the equations:
At xt − Rt = R̂t

(5)

Rt − Bt−1 xt−1 = 0

(6)

Rt plays the role of a “resource” state variable, where we model both aircraft and the
requirements as “resources” (think of these as objects being managed). Our modeling of
resources is critical to our ability to represent patterns. We first note that in any operational
problem there are different classes of resources. In our modeling paradigm (based on Powell
et al. (2001)), a resource class is any object that constrains the system. In a basic model
of the airlift flow problem, there would be two classes: the aircraft, and the requirements
representing the freight and passengers that have to be moved. Thus we would represent our
resource classes using:
C R = Set of resource classes
= (aircraf t, requirements).
A resource in class c ∈ C R is characterized by a vector of attributes. These are modeled
using:

a = The attribute vector of a resource being managed.
Ac = The space of possible resource attribute vectors for a resource in class c ∈ C R .
c
Rta
= The number of resources with attribute a ∈ Ac at time t, before new arrivals
c
have been added to the system (that is, Rta
excludes arrivals in time period

t).
c
Rtc = (Rta
)a∈Ac

For notational compactness, we suppress the reference to the resource class unless we need it
explicitly. The arrival of new resources (these can be aircraft or requirements) are modeled
using:
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R̂ta = The number of new arrivals in time period t, which we assume can be acted
on in time period t.
R̂t = (R̂at )a∈A
We act on resources using decisions. There may be different classes of decisions, which we
denote using:
C D = The set of decision classes.
Examples of decision classes are: pick up a requirement, move (with or without a requirement), be refueled, be repaired. Each decision class will typically consist of a set of elements,
so we denote:
Dc = The set of decisions within class c ∈ C D .
For the airlift mobility problem, the decision classes would be:
DR = The decisions to move a requirement. Each element of DR is a particular
requirement.
DM = The decision to move an aircraft, where each element of DM would be an
airbase we can move to. The aircraft may be loaded or empty (being loaded
simply changes the attributes of the aircraft being moved).
DF = The decision to refuel an aircraft (typically on on-ground activity, but this
could represent the decision to move to a mid-air refueling point).
DP = The decision to repair an aircraft. There might be different degrees of
“repair” which would make up the elements of DP .
We generally model a special decision, denoted dφ , which represents the decision to “do
nothing.” Doing nothing depends on the state of the attribute. An on-ground aircraft would
simply sit, while a flying aircraft (if we choose to model the state of the aircraft in the air)
would simply continue flying. If an aircraft has just unloaded at a distant location, the “do
7

nothing” decision might be modeled as the decision to return to a particular airbase (when
there are effectively no other options).
We let:
D = DR

[

DM

[

DF

[

DP

[

dφ

be the set of all possible types of decisions. This set is typically modeled as being dependent
on the attributes of the resource to which the decisions are being applied. For this purpose,
we often write:
Da = The set of decisions for a resource with attribute a.
The set D represents the types of decisions we can make. We next define the decisions
that we actually make using:

xtad = The number of resources with attribute a to which we apply decision d at
time t.
xt = (xtad )a∈A,d∈D
We let Xt be the feasible region for xt , where the constraints typically consist of flow conservation, and upper bounds on flows that capture airbase capacity due to storage, maintenance,
refueling, loading and unloading. Flow conservation implies that the vector of flows must
satisfy:
X

xtad = Rta + R̂ta

(7)

d∈D

To develop an objective function, we then define:

ctad = The cost of assigning decision d to resources with attribute a at time t.
ct = (ctad )a∈A,d∈D
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We assume a linear cost function, which allows us to write:

Ct (xt ) = The total cost of decision vector xt at time t.
= ct xt .
We next face the challenge of determining how to make the decision xt . We represent
this problem through a decision function:
Xtπ = The decision function, which produces a vector of decisions xt at time t.
Π = The family of functions (or policies) for making decisions, where Xtπ , π ∈ Π
is a member of this family.

There are two major classes of decision functions: rule-based and cost-based. Rule-based
functions are almost always based purely on the resource vector Rt , a class that we refer
to as myopic policies. Cost-based functions can be further divided into subclasses based on
the information available to the decision function. We can generally represent a cost-based
decision function using:
Xtπ = arg min Ctπ (x)
x∈Xt

where Ctπ (x) is any approximate cost function for time period t. Since an approximate cost
function determines a policy, we index the approximate cost functions by π ∈ Π.
To properly specify a policy, we have to clearly define the information that is available
when a decision is made. Although the airlift flow problem is typically modeled using a
deterministic dataset, the simulation assumes that we do not know anything about a new
requirement until the time it has to depart. For our purposes, we will assume that the
only new information is in the form of new “resources” (which may be new aircraft entering
the system or new requirements becoming available). Other forms of information might
be updates in travel times due to weather conditions or delays through airbases due to
equipment failures.
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For our purposes, there are three important classes of cost-based decision functions that
have been used. These are defined by:
ΠM = The class of myopic policies, which do not use any information from the
future.
ΠRH = The class of rolling horizon policies, which combine what we know at time
t with forecasts of future activities (in practice, these are typically point
forecasts).
ΠDP = The class of policies based on dynamic programming, which use a forecast
of the value of putting the system in a particular state in the future.

Myopic policies can be represented simply using:
X π = arg min ct xt
xt ∈Xt

There are three interesting classes of myopic policy, which we depict graphically in figure
1. The first is one that uses a rule to pick a single requirement (for example, the first one
that needs to be moved) and then uses a different rule to pick a particular aircraft, and
then tests the feasibility of the assignment (by simulating the route and making sure there
is sufficient capacity at the intermediate airbases to handle the assignment). This is roughly
what is being coded into the new AMOS simulator which replaces the older MASS simulator.
A more sophisticated policy would choose a single requirement, and then enumerate a list of
eligible aircraft and choose the “best” one based on minimizing some cost criterion. This is
trivial from an algorithmic perspective, but requires the major transition from a rule-based
decision function to a cost-based one. Such a step introduces two complications: first is the
design of a cost function, and second is the need to enumerate a set of options and evaluate all
of them. The current AMOS (or MASS) simulator requires running a simulation of a flight in
order to check the feasibility of assigning an aircraft to a requirement. Repeating this exercise
over a set of aircraft would be computationally demanding, and strategies would need to be
devised to manage this efficiently (we could, for example, use an optimistic approximation
10
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1a: Myopic Policy 1

1b: Myopic Policy 2

1c: Myopic Policy 3

Figure 1: Rule-based and myopic cost-based policies. Figure 1a illustrates a rule which picks
one aircraft and one requirement. Figure 1b illustrates picking one requirement and selecting
the best aircraft from a set. Figure 1c illustrates choosing the best assignment of aircraft
and requirements from sets of each.
that assumes that there is no congestion, and then check the feasibility of the optimal route
from this assignment).
A third myopic policy would enumerate a set of aircraft and a set of requirements, and
consider all possible combinations using an optimization algorithm (the resulting problem is
a relatively small network problem). Such a model absolutely requires the development of a
fast cost approximation for each possible assignment.
Rolling horizon policies use forecasts of activities at time t0 > t, using information available at time t. For such models, we let:

xtt0 = Flows that are assigned in time period t to be implemented at time period
t0 ≥ t. Flows where t0 > t are referred to as plans and would not be
implemented.
ctt0 = The cost of executing decision xtt0 using the information we have at time t.
As an illustration, we may wish to assign an aircraft to a route where we have an estimate
of the flying time at the time the aircraft actually departs. We may then wish to simulate
a weather problem that arises enroute, which may produce a delay in the flight. This is a
case where ct0 t0 would be higher than ct,t0 for t < t0 .
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Rolling horizon procedures can be represented compactly using formulations of the form:
X π = arg min

xt ∈Xt

X

ctt0 xtt0

t0 ≥t

where xt ∈ Xt means xtt0 ∈ Xtt0 . We would say that xtt0 is the vector of decisions made in
time period t to be implemented at time t0 . Decisions xtt0 where t0 > t represent plans which
may be changed in future time periods.
Finally, we may use policies based on the dynamic programming principle of optimality.
Following methods outlined in (Godfrey & Powell (2002), Powell & Topaloglu (to appear)),
we can make decisions by solving problems of the general form:
Xtπ (Rt + R̂t ) = arg min ct xt + V̂tπ (Rt+1 (xt ))
xt ∈Xt

(8)

π
where V̂t+1
(Rt+1 (xt )) is a conveniently chosen approximation that approximates the value of

making a decision xt that puts the system in state Rt+1 (xt ) in the future. For example, we
may use a linear approximation of the form:
π
V̂t+1
(Rt+1 (xt )) =

X

v̂t+1,a Rt+1,a (xt )

(9)

a∈A

Another class is separable nonlinear (typically piecewise linear) functions of the form:
π
V̂t+1
(Rt+1 (xt )) =

X

V̂t+1,a (Rt+1,a (xt ))

a∈A

The policies in the set ΠDP would represent different types of approximations for V̂tπ (Rt+1 (xt )).
Godfrey & Powell (2002), Powell & Topaloglu (to appear) have shown that piecewise
linear, separable approximations can produce near optimal solutions for deterministic problems, with solutions that are significantly better than myopic or rolling horizon solutions
for stochastic problems. Spivey & Powell (2000) shows that linear approximations can work
very well in the context of dynamic assignment problems which involve assigning resources
to tasks over time.
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The important point here is that policies that are based on stepping through time, using
only information available at that time, can produce very high quality solutions that are
competitive with commercial solvers on deterministic versions, The larger issue, which is the
focus of this paper, is that these supposedly “optimal” solutions are only as good as the cost
functions which are being used.

2

Incorporating expert knowledge through low dimensional patterns

In practical applications, it is virtually always the case that an expert in the operational
application disagrees with some (perhaps many) of the decisions made by the model. Sometimes we can claim that the model is smarter than the expert, but in the vast majority of
instances with which we are familiar, the expert simply knows something about the problem
that the modeler did not realize. It would be nice to say that we are going to take everything into account before we start the model, but this is both impractical and unrealistic.
Models are built with a reasonable understanding of the problem, and invariably important
issues are left out. As a result, a knowledgeable expert can look at the results and provide
constructive, reasoned criticism of some of the decisions made by the model.
The response of optimization modelers is that they have to include these new issues by
adjusting costs and modifying constraints. In the context of very complex operations such
as military airlift, some factors can be especially difficult to quantify. For example, it may
be hard, but not impossible, to repair certain aircraft types at some airbases. Working out
the real cost of these repairs may be impractical. Instead, a user may be satisfied if the
frequency of these aircraft at these airbases is sufficiently small (but not necessarily zero). It
may be acceptable to use certain aircraft configurations to carry passengers, but the practice
is discouraged because it requires making changes to the aircraft. In principle it is possible
to work out these costs, but this can be very time consuming. The response more often is to
simply add an artificial penalty, which the modeler then has to play with to obtain desired
behaviors.

13

A major practical difficulty from a modeler’s perspective is that the interaction with
experts tends to come in the later stages of the development of a simulator, at a time when the
model is nearing completion. There simply is not time to begin a significant engineering effort
to estimate costs, especially when someone simply “knows” what the answer is supposed to
look like.
Simulation models overcome this limitation by allowing the modeler to simply adjust the
rules. There are two limitations inherent in this approach. First, rules in simulators tend
to be hard. For example, it is easy to ensure that a C-17 is never assigned to an airbase
that does not have the repair facilities. In practice, real operations may sometimes have to
take undesirable steps. Cost models have an easier time putting penalties on undesirable
activities to discourage, but not entirely prevent, actions which may incur high costs. It is
for this reason that we refer to these guidelines as patterns rather than rules (which carry
the connotation of being hard and fast).
The second limitation is that simulation models struggle with the high dimensionality of
the problems that arise in transportation. For example, consider the problem of writing a
rule to find the best assignment of three different aircraft to three different requirements. The
number of combinations of even a small problem becomes quite large. It is not surprising,
then, that airlift simulators work with one aircraft at a time (the original MASS simulator
works with one aircraft at a time, trying to find a feasible requirement to move, while the
new AMOS simulator works with one requirement at a time).
We have found that in practice, expert knowledge tends to arise in the form of very
low dimensional patterns. We have never encountered an instance where an expert has
complained about how we juggled multiple resources. Instead, the complaints are more of
the form “why did you make that type of decision with that type of resource?” Such patterns
can be expressed in terms of aggregated state/action pairs, where the state is limited to the
attributes of a single resource. Since the attribute vector of a resource can become quite
complex in real applications, aggregating on the attribute vector becomes very important.
Just as attribute vectors can be aggregated, decisions can be aggregated as well. A
detailed decision would be to assign an aircraft to a particular requirement which might
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consist of the destination, total weight, number of passengers, amount of outsized cargo, and
the time at which the cargo has to be delivered (in an actual operational problem, there
may be even more attributes). However, an expert might say “try not to assign this type of
aircraft to requirements with passengers” which would represent an aggregation not only on
the attributes of the resource but also on the decision.
Needless to say, patterns come in different forms, each communicating a different issue.
We might have patterns of the form “do not assign this type of aircraft to airbases in this
region” (for maintenance reasons); “do not assign large aircraft to this route” (headwinds
produce high fuel consumption); “do not assign aircraft in one location to requirements
which have to be picked up in another location” (requires flying around restricted airspaces);
“avoid assigning aircraft which are configured purely for freight to requirements which include
passengers” (requires reconfiguring the aircraft for passengers).
To capture these patterns, we define:
P = A collection of different patterns.
A pattern can always be expressed as an aggregation on an attribute or a decision. We
represent these aggregation functions as:
Gpa = Aggregation function for pattern p ∈ P that is applied to the attribute
vector a.
Gpd = Aggregation function for pattern p ∈ P that is applied to the decision d.
The aggregation functions can be used to create aggregations of the attribute space A and
the decision set D. We let:
Ap = {Gpa (a)|a ∈ A}
Dap = {Gpd (d)|d ∈ Da }

We refer to each class of aggregation as a pattern because each expresses a different
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behavior. A special case is when the patterns represent a hierarchical set of aggregations,
which we discuss in section 3.
Below, we use the notation ā to refer to an aggregated attribute vector, since generally
we do not need to specify the specific pattern. Similarly, a decision d¯ is an aggregated
¯ represents an aggregated state action pair, obtained using
decision. The combination (ā, d)
(Gpa (a), Gpd (d)) for pattern p ∈ P. Our patterns are typically not hard rules, but are more of
the flavor of “try to do something” or “try not to do something.” We formalize this concept
by specifying our patterns in the form of fractions:
ρpād¯ = The fraction of time that resources with attribute Gpa (a) = ā are acted on
¯
using decision Gpd (d) = d.
We assume that ρpād¯ = 0 means “never take this action” while ρpād¯ = 1 means “you must take
this action.” For patterns between zero and one, we want an algorithm that will produce
the decision d¯ a fraction ρpād¯ of the time for resources with the aggregated attribute vector
ā. It is unlikely that we can match a given pattern exactly (in fact, different pattern classes
may conflict with each other), but it does provide a means for guiding the model.
To determine how well our current solution matches a pattern, we have to express our
vector xt at an aggregated level. Let:
x̄ptād¯ = Gp (x)
X X
=
xtad I{Gpa (a)=ā} I{Gpd (d)=d}
¯
∀a∈Ap

(10)

∀d∈Dap

where IX = 1 if X is true. The vector of flows xt must satisfy flow conservation (equation
(7)). We can also write the aggregated form of Rt using:
p
R̄tā
=

X

Rta I{Gpa (a)=ā}

(11)

∀a∈Ap

If we wish our flows to follow the exogenous pattern ρpād¯ then we would like the model flow

p
p
x̄pt (where x̄pt = x̄ptād¯)ā∈Ap ,d∈D
¯ p ) to be as close as possible to (R̄tā (xt ) · ρ ¯), where we write
ād
R̄tp as a function of xt to make this dependence explicit.
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We incorporate patterns into our cost model using a proximal point term of the form:
Xtπ = arg max ct xt +
xt ∈Xt

XX X

p
θāpd¯(xptād¯ − R̄tā
(xt )ρpād¯)2

(12)

p∈P ā∈Âp d∈
¯ D̂p

As θāpd¯ increases, the model is given a greater emphasis on trying to match its own flows
p
(xt )ρpād¯. This leaves open
xptād¯ with the flows that would be predicted by the pattern, R̄tā

the question of how θāpd¯ should be set. In practice, we are not going to get a perfect match
between model flows and pattern flows. We might use a single parameter θ, instead of one
that depends on each type of pattern, producing the model:
Xtπ = arg max ct xt + θ
xt ∈Xt

XX X

p
(xptād¯ − R̄tā
(xt )ρpād¯)2

(13)

p∈P ā∈Âp d∈
¯ D̂p

Now, we set θ so that it appears to be striking a good balance between our engineering cost
function and our “expert.” As θ is increased, the cost function will also increase as the model
works to match the patterns. The tradeoff between minimizing our cost function (which
we claim is inherently imperfect) and matching patterns (which themselves are imperfect
because they do not capture all the information required to fully determine the behavior of
the system) is inherently subjective.

3

Hierarchical pattern representation

It is often natural to represent patterns hierarchically. Let:
Ap = The space of potential outcomes of â = Gpa (a), a ∈ A, where A0 = A
represents the disaggregate attribute space.

An important special case arises when the patterns constitute a hieararchical set of aggregations, with each pattern representing an aggregation of a lower level pattern. Hierarchical patterns arise when we wish to guide the model with a very specific behavior,
but where we are also interested in guiding the model along more general statements of
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the same behavior. When we have hierarchical patterns we will observe the property that
a(p+1) = Gp+1 (a) ∈ Ap+1 ⊂ Ap .
To illustrate, assume that our attribute vector consists of the elements:
a = (alocation , atype , af uel , aload weight , af inal dest , amaintenance )
An elementary decision might be:
d = (ddestination , drequirement )
We might have a state/action pair (a, d) which consists of:
(a, d) = {a = (alocation = England, atype = C-17, af uel = 1200 lbs, aload weight = 45,000 lbs,
af inal dest = Seoul, amaintenance = Status 4) ,
d = (ddestination = Saudi Arabia, drequirement = ORGDEST1234)}
If a model implements (a, d), which is to say that it acts on an aircraft with the above
attribute vector a using the above decision d, it is entirely possible that an expert will object
on some basis. For example, the lack of appropriate maintenance facilities for C-17’s in
Saudi Arabia may make this an undesirable combination for loaded aircraft (since these
presumably need to move in a timely manner). To express this behavior, we might use the
aggregation:
G1 (a, d) = {a = (alocation = –, atype = C-17, af uel = –, aload status = loaded,
af inal dest = Seoul, amaintenance = –) ,
d = (ddestination = Saudi Arabia, drequirement = ORGDEST1234)}
where alocation = “–” represents an aggregation on the attribute “location.”
Note that we have replaced aload weight = 45,000 lbs with the new attribute aload status =
“loaded”. Clearly aload status is an aggregation of aload weight , but this sort of aggregation
implies that Ag+1 is not necessarily a subset of Ap . Since it may be convenient to have the
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property Ag+1 ⊂ Ap , we can handle aggregations such as G1 (aload weight ) → aload status by
appending the attribute aload status to the original attribute vector:
(a, d) = {a = (alocation = England, atype = C-17, af uel = 1200 lbs, aload weight = 45,000 lbs,
aload status = loaded, af inal dest = Seoul, amaintenance = Status 4) ,
d = (ddestination = Saudi Arabia, drequirement = ORGDEST1234)}
Then, we can write our aggregated attribute by simply dropping out the attribute aload weight .
Using this construction, we may assume without loss of generality that Ag+1 ⊂ Ap .
Continuing our example, our expert may say that while it is particularly bad to have
a loaded C-17 come into Saudi Arabia, it is undesirable to have C-17’s in general in Saudi
Arabia (for the same reason). In fact, the problem may extend to the entire set of airbases
in that region. We would express such a pattern using:
G2 (a, d) = {a = (alocation = –, atype = C-17, af uel = –, aload weight = –, aload status = –,
af inal dest = –, amaintenance = –) ,
d = (ddestination = Middle East, drequirement = –)}
¯ at aggregation
ρpād¯ gives the fraction of time that we would want to match the pattern (ā, d)
level p. However, it is likely that the degree to which we would want to match a pattern
ρpad would depend on the level of aggregation. More aggregate patterns can be viewed as
more general statements of behavior, and we may be more willing to accept deviations than
we would with a more detailed instruction. We can handle this by using a weight θp that
depends only on the level of aggregation, producing a decision function of the form:
Xtπ = arg max ct xt +
xt ∈Xt

X
p∈P

θp

X X
ā∈Âp

(xptād¯ − Rtā (xt )ρpād¯)2

(14)

¯ D̂p
d∈

Just as θ in equation (13) might be a user specified parameter (the analyst can play with
different settings to find what appears to be an appropriate balance), the same approach
could be used with a pattern specific weight θp . We would expect that θ0 > θ1 > . . ., and
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Pattern
1
2
3
4
5

Attribute vector
Location Type Loaded/empty
L123
L123

C-17
C-17
C-17
C-17
-

loaded
loaded
-

Decision
Destination Route
M2345
M2345
M2345
M
M

A
-

Pattern
fraction
0.30
0.40
0.50
0.35
1.00

Table 1: Patterns at different levels of aggregation
we might specify a simple relationship such as θg+1 = γθp , where γ ≤ 1 indicates how much
less important a more aggregate pattern is than a more detailed one. With such a structure,
we only have to choose θ0 and γ.
An attraction of low-dimensional patterns is that they are quite easy to express in a
simple data layout. Table 1 illustrates a set of patterns for a four dimensional resource
attribute vector and a two-dimensional decision (the location the plane should go to, and
the route it should follow getting there). The last column expresses the desired fraction of
time that the pattern should be matched. Rows 1-4 are a hierarchical set of patterns, each
representing an aggregation of the one before. Pattern 1 says that 30 percent of loaded C-17’s
in location L123 should be set to location M2345 using route A. The second pattern states
that 30 percent of all loaded C-17’s should go to M2345, regardless of the origin location of
the aircraft or the route chosen. The third pattern drops the attribute of being loaded, and
the fourth pattern applies this pattern to all airbases in region M. Pattern 5 says that all
aircraft in location L123 should go to region M regardless of the attributes of the aircraft.
It is, of course, possible to specify patterns that are inconsistent. This does not actually
create a problem, since we do not provide any guarantee that we will match a pattern
(although the results may look somewhat odd). In actual applications, there will typically
be different classes of patterns, where each may have its own hierarchical representation.
For example, one class of patterns may be focused on maintenance issues, another will have
more to do with aircraft size and the routes being used (because of wind problems), while a
third will attempt to keep certain aircraft types moving certain types of requirements (such
as those involving passengers).
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4

An algorithm for patterns

Our algorithm for incorporating patterns is based on the work of Marar & Powell (2002b).
The main challenge in matching a pattern is that we are solving a problem over time, but
our patterns are expressed as averages over time. This means that in any one time period,
we are not going to exactly match a pattern, but we would like to approximately match a
pattern if we look at the activities over the entire simulation. Earlier, we had defined ρpād¯ as
the pattern, given the aggregation level Gp = (Gpa , Gpd ), which specifies the faction of time
¯ We
that resources with attribute vector Gpa (a) = ā are acted on with decision Gpd (d) = d.
then have to compare this to the fraction of time that the model is making the same type
of decision for the same type of resource. We let ρad (x) as the pattern flows from the model,
defined using:
PT
ρad (x) =

t=1

xtad

Ra

∀a ∈ A,

∀d ∈ Da

where

Ra =

XX

xtad

t∈T d∈Da

is the total number of resources with attribute a over the entire horizon.
For notational simplicity, we are representing the exogenous patterns ρad and the model
pattern flows ρad (x) using the same attributes and decisions. In general, these attributes
and decisions will be at some level of aggregation.
We next define a pattern metric which gives the distance between the exogenous patterns
and the model pattern flows:

H(ρ(x), ρ) =

XX X X

p
(xptād¯ − R̄tā
(xt )ρpād¯)2

(15)

p∈P t∈T ā∈Âp d∈
¯ D̂p

We sometimes refer to H(ρ(x), ρ) as the happiness function since the closer we match the
user specified pattern, the “happier” he is.
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Substituting our pattern metric into the modified objective function (13) gives us:
x∗ (θ) = arg max ct xt + θH(ρ(x), ρ)
xt ∈Xt

We are generally unable to solve this problem, so we use instead sequences of approximations
of the pattern metric, which for the moment we can write as:
xn (θ) = arg max ct xt + θĤ n−1 (ρn−1 (x), ρ)
xt ∈Xt

We need to represent model flows in a pattern metric, which we do using:
ρn = ρtad (xn )
xn
= tad ∀a ∈ A, ∀d ∈ Da ∀t ∈ {1, 2, . . . , T }
Rta
The static flow fraction can be written as:
ρnad =

P

t∈T

xntad

Ran
X xn R n
tad ta
=
n
Rta
Ran
t∈T

X  Rn
ta n
=
ρ
Ran tad
t∈T

(16)

The proximal term complicates our problem because it is defined in terms of totals over
the entire horizon, and is also normally written at some level of aggregation. Instead of
solving the original problem, we solve sequences of approximations at each time period. An
especially appealing approximation, due to its simplicity, would be to solve sequences of
linear approximations of the form:
xn (θ) = arg max ct xt + θh(ρ(xn−1 ))

(17)

xt ∈Xt
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where h(ρ(xn−1 )) is the gradient of the pattern metric using the flows from iteration n − 1.
The gradient is given simply by:
hnad (ρ) =
=

∂H
∂ρad

∀a ∈ A, ∀d ∈ Da

ρad =ρn
ad
n n
2Ra (ρad − ρad )

Using equation (16) and Ran =
hnad (ρ) = 2Ran

∀a ∈ A,

P

t∈T

∀d ∈ Da

n
we can rewrite equation (18) as shown:
Rta

!
ta
(ρn − ρad )
∀a ∈ A,
Ran tad

X  Rn
t∈T

(18)

∀d ∈ Da ∀t ∈ T

(19)

The problem with using a linear approximation as in equation (17) is that it will generally
be unstable. It basically adds a higher cost to each decision which is used more frequently
than what is specified in the exogenous pattern ρ, and adds a negative cost when a decision
is underutilized. Normally we would introduce a smoothing step of the form:
xn = (1 − αn )xn−1 + αn x̂n
where x̂n is the solution to equation (17). Smoothing, however, destroys integrality.
A convergent algorithm can be obtained by using the following strategy. First, we have to
keep track of how far we are deviating from the historical patterns as we step through time.
When we are solving the subproblem at time t in iteration n, we construct our gradient by
using our solution xnt0 (θ) for t0 < t, and xtn−1
(θ) for t0 ≥ t. This is known as a Gauss-Seidel
0
strategy. Then, we solve a separable quadratic programming problem that is particularly
easy to work with. We begin our presentation by first developing the gradient using the
Gauss-Seidel methodology. Let:
Ran (t) =

t−1 X
X
t0 =1 d∈Da

xnt0 ad +

T X
X

xtn−1
0 ad

t0 =t d∈Da

and:
ρ̃nad (t)

 X
T  n−1 
t−1 
X
xnt0 ad
xt0 ad
+
=
n
0
Ra (t )
Ran (t0 )
t0 =t
t0 =1
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∀a ∈ A,

∀d ∈ Da ∀t ∈ {1, 2, . . . , T(20)
}

ρ̃nad (x, t) is computed using the solution from iteration n for time periods before t, and the
solution from iteration n − 1 for later time periods. The Gauss-Seidel version of the gradient
is now:
h̃ntad = 2Ran (t)(ρ̃nad (t) − ρad ) ∀a ∈ A,

∀d ∈ Da ∀t ∈ {1, 2, . . . , T }

(21)

Our algorithm proceeds by iteratively solving subproblems of the form:
xnt

= arg min

X

X

a∈A

d∈Da

!
Z
i
θ X xtad h n
n−1
ctad xtad + n
h̃tad + 2(u − xtad ) du
Ra (t) d∈D 0

(22)

a

by stepping forward through time. At the end of each forward pass, we start the process
over again with the new solution. The proximal term in equation (22) is separable, and as
a result does not significantly complicate the original term. For integer problems, we would
replace the nonlinear term in (22) with a piecewise linear approximation of the same function.
The resulting problem can be easily solved using standard commercial linear programming
solvers. We can also easily handle aggregation. The proximal term in (22) can be defined in
terms of the total aggregated flow for a particular pattern.

5

A numerical illustration

Low dimensional patterns represent a very simple way of controlling the behavior of an optimizing simulator. We illustrate this ability using a simple example. We have an optimizing
simulator running on an unclassified dataset for an airlift mobility problem. The problem is
to manage six aircraft types (C-5A, C-5B, C-17, C-141B, KC-10A and NBC) to move a set
of requirements. The requirements represent what are typically large movements of freight
(often requiring a number of aircraft) to a destination in a theatre of operations. Moving a
requirement involves being assigned to a route which will bring the aircraft through a series
of intermediate airbases for refueling and maintenance. One of the biggest operational challenges of these aircraft is that their probability of a failure of sufficient severity to prevent
a timely takeoff ranges between 10 and 25 percent. A failure can result in a delay or even
require an off-loading of the freight to another aircraft.
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Since full maintenance capabilities do not exist for all aircraft types at all airbases, there
may be a desire to control the behavior of a simulation in terms of the number of aircraft
who are allowed to use pass through a particular airbase (or region). The problem cannot be
posed as a strict rule (e.g. ”never use a C-5 in Saudi Arabia”) because an airbase without
proper maintenance capabilities for a C-5 can, in fact, handle a C-5, but a failure may
involve flying in parts and technical support. Traditional optimization modeling requires
determining a cost for these activities, but this can be quite difficult to handle. An analyst
may be satisfied as long as the percentage of movements through an airbase using C-5’s is
less than a certain tolerance.
It is also possible that we want to encourage a behavior. An airbase may be particularly
well suited to handle C-17’s, and we may want to encourage a high percentage of these
movements. It is important to realize, however, that it may not be possible to match a
pattern, especially when we want to encourage more of an activity. For example, it may
be simply impossible to require that 80 percent of the movements through a region be with
C-17’s, simply because there are not enough of them.
A pattern is expressed at a level of aggregation on the attribute-decision combination
(a, d). In our simulation, we are managing two resource classes:
C R = (Aircraft (A), Requirements (R))
The attributes of an aircraft are given by:
aA = (type, loaded/empty, current location, load attributes)
The attributes of a requirement are given by:
aR = (origin, destination, weight characteristics, available time, due time at destination)
Our decision classes are:
C D = (Assign to a requirement (R), Move to a location (M), Hold (H))
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The decision sets are then:
DR = The set of requirements.
DM = The set of airbases. A “move” decision can be loaded or empty, and the move
will be to the next airbase on a route (not necessarily the final destination
of the requirement).
DH = dφ (the “do nothing” option).
For our illustration, we are going to focus on patterns that are related to aircraft and move
decisions. We could work at a number of different levels of aggregation, but since our focus
is on the problem of handling a type of aircraft at certain locations, we are going to use the
function:
Ga (aA ) = (aircraft type)
The move decision will normally be expressed at the level of an airbase (e.g. “move to
LERT”). However, we are going to assume that our problem with maintenance actually
applies to all the airbases in a region, expressed by the first letter of an airbase. Specifically,
we are going to use patterns to control our use of C-5A and C-5B aircraft in region L, which
represents airbases in Spain, France and Italy. This parameter is expressed as the single
scalar ρād¯ where ā = (C-5A or C-5B) and d¯ = (region L).
A full description of our optimizing simulator can be found in Powell et al. (2002). The
simulator uses an optimization model to assign multiple aircraft to multiple requirements
over a 16 day time interval. Each time period is equivalent to 4 hours. As a result, there
are 96 time periods in the simulation horizon. The system uses the approximate dynamic
programming formulation given in equation (8) with linear value function approximations
as given in equation (9). The cost function is a simple engineering cost calculation based on
distance (“MOG” constraints which capture airbase congestion were not considered in this
set of experiments).
We first ran the simulator without patterns and found that 9.5% percent of the movements
of aircraft C-5A and C-5B were to region L. To illustrate how the logic works with pattern
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Figure 2: Average v.s. Instantaneous Pattern Flows
matching turned on, we ran the simulator using ρād¯ = 0.2. Also, for illustration purposes,
we set θ to a very large number (in our case, 10, 000) so that we would try to match the
pattern exactly (if possible).
The results are shown in figure 2, which gives two measures. We let:
ρ̂ntad (x) =

xntad
Ran (t)

be the instantaneous pattern flows at time t during iteration n of the algorithm. ρ̃nad (x, t),
given by equation (20) is the average pattern flows when we are at time t in iteration n (which
means we are using decisions from iteration n − 1 for time periods later than t). Since we
are only interested in matching patterns on average over time, it can happen that we do too
much of an activity early in a simulation, then less of it later in the simulation in order to
come out with the overall average. We show this in figure 2 where we see that we are actually
matching the pattern at the end of the first iteration, but early in the simulation we are doing
less of the activity, and compensating by doing more as the simulation progresses. In the
second iteration, we encourage the activity through the gradient, and the result is that we
are actually doing too much of the activity earlier in the simulation, and compensating later.
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Figure 3: Different Pattern Flows
In the third iteration, the pattern matching is more consistent throughout the simulation.
Our ability to match a pattern after even a single iteration, especially one that is expressed at such a high level of aggregation, is quite useful. It implies that this logic could
be integrated into a cost-based version of an airlift simulation (which does not use value
functions) with virtually no additional effort. Of course, additional iterations are needed to
improve the overall quality of the solution.
We cannot always match an exogenous pattern. Figure 3 shows ρ̃3ad (x, T ) at the end of
the third simulation, as a function of the desired pattern. We are simply not able to produce
a solution where more than about 30 percent of the aircraft are C-17’s. This behavior reflects
the mix of aircraft and the needs of the requirements.
In practice, it is simply not the case that we will want to precisely match an exogenous
pattern. If we have some level of confidence in our cost function, then we will generally be
willing to accept a deviation from a pattern to obtain a lower cost. This can be achieved by
using a lower value of θ. Figure 4 gives ρ̃3ad (x, T ) as a function of θ, illustrating this intuitive
28

Final pattern flows v.s. q

Pattern flows at the end of simulation

0.3

0.25

0.2
r=0
r=0.1

0.15

r=0.2
r=0.3
0.1

0.05

0
10

100

1000

10000

q

Figure 4: Pattern Flows v.s. θ
tradeoff. The problem is: what should θ be set to? Unfortunately, there is not a scientific
answer to this question. The whole point of using the patterns is to achieve a behavior that
reflects expert knowledge, so only an expert can judge whether the solution appears to be
acceptable.
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Figure 5: The flow of C-5A to EGVA without pattern (Average flow is 10.2%)
To illustrate the use of patterns graphically, we ran a simulation to illustrate our ability
to limit the flows of C-5A’s through the airbase EGVA in England, something we might want
to do to reflect our inability to properly maintain a particular aircraft type at a particular
airbase. Figure 5 shows just the flows of C-5A’s through EGVA in our base case (with no
patterns). Figure 6 shows the same flows when we specify a pattern that limits the use of
C-5A’s on flights that pass through EGVA to less than 5 percent of the total. Such a pattern
reduces, but does not entirely eliminate, the use of this type of aircraft.

6

Conclusions

This paper proposes a method that combines the ability of math programming models to
handle high dimensional problems using a cost function, with the flexibility of simulation
models whose behavior can be adjusted by modifying the rules for making decisions. We
introduce the use of a penalty term that seeks to minimize the difference between the decisions made by a model and a set of rules that must be expressed in terms of low dimensional
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Figure 6: The flow of C-5A to EGVA with 2% static pattern and θ = 10000
patterns that must be a function of the attribute of the resource being affected, and the
decision being made. In addition, it is common that these rules be expressed in terms of the
attribute-decision pair at some level of aggregation. This has the benefit of keeping rules
simple, but does restrict our ability to use this logic to provide fine control.
The patterns can be expressed at different levels of aggregation in an external data files
which are easy to edit. This gives users the ability to manipulate the behavior of the model
without changing code.
An algorithm is outlined which pushes the solution toward the exogenous patterns. Using a Gauss-Seidel strategy, the simulator adjusts its behavior as it progresses through the
simulation. Our example shows that we can match a pattern after a single iteration, but we
get a more consistent behavior after as few as two or three iterations. This result is very
encouraging, although additional experimentation is needed.
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