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Abstract-The consolidation of shipments into loads arises in a number of applications, including 
household moving, truckload trucking, rail and container operations. The capacitated clustering 
problem (CCP) is one of the underlying optimization problems for the efficient consolidation of 
customer orders to vehicle shipments. In this paper we develop optimization-based heuristic 
algorithms for the CCP, extending procedures developed by Mulvey and Beck, as well as algo- 
rithms developed by Fisher and Jaikumar, for the generalized assignment problem. In this paper, 
iterative methods are proposed that avoid the specification of “seed” customers required by other 
algorithms, and which are shown to produce better solutions than existing heuristics. Lagrangian 
relaxations are used to develop rigorous bounds, which demonstrate the effectiveness of relatively 
simple heuristics. 

1. OVERVIEW 

The efficient consolidation of customer orders into full truckload shipments is an impor- 
tant problem in logistics, arising in a variety of applications. The grouping of orders into 
full loads that will fill a truck, railcar or container must take into account not only the 
distance to be travelled but also service requirements in the form of pickup and delivery 
windows. These problems can often be formulated as Capacitated Clustering Problems 
(CCP). 

The essence of the Capacitated Clustering Problem is to partition a set of n entities 
(customer orders) into K (number of vehicles) mutually exclusive and collectively exhaus- 
tive groups, restricting the “size” of each group. The partitioning is done in a way that 
maximizes the homogeneity of points within a group and, at the same time, the heteroge- 
neity of the points between groups. A vehicle is then assigned to deliver the orders to the 
customers of each group. 

The Capacitated Clustering Problem is a special case of the Facility Location Prob- 
lem and closely related to the Generalized Assignment Problem and the p-median Prob- 
lem. As such, the CCP has a variety of practical applications including: 

1. Grouping customers into vehicles routes such that the total requirements of the cus- 
tomers in a route do not exceed the capacity of the vehicle assigned to the route (Fisher 
and Jaikumar, 1981). 

2. Grouping customers into routes such that pickup and delivery time constraints are 
satisfied in addition to vehicle capacity constraints (Fisher and Jaikumar, 1981; Kos- 
kosidis, Powell and Solomon, 1992; Koskosidis, 1988). 

3. Clustering of households being moved by origin and destination such that several 
households can be accommodated on the same vehicle. 

4. Assigning customers to vehicles for multi-vehicle Dial-A-Ride transit systems (Jaw, 
Odoni, Psaraftis and Wilson, 1986), where customers must be grouped by origin and 
destination into economical loads. 

365 
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In some cases, the capacitated clustering problem arises as a subproblem of a larger 
vehicle routing system, where the objective is not just the clustering of shipments but also 
the complete route and schedule of each vehicle (as in Fisher and Jaikumar, 1981, and 
Koskosidis, 1988). In other cases, such as the household moving industry or truckload 
trucking, the identification of a cluster of orders in itself is the primary goal. The actual 
routing and scheduling of the vehicle among the orders is actually secondary. In the house- 
hold moving industry, it is the responsibility of the planners at the carrier to identify what 
households will be grouped on a truck, but it is up to the driver to actually design the route 
(subject to the same service constraints that were reflected in the design of the cluster). 

Note that all but the first of these applications requires grouping customers taking 
into account not only the location of the load (sometimes the origin and destination) 
but also the presence of pickup and delivery windows. Service time constraints greatly 
complicate the clustering of orders since distance is no longer the only criterion. This is 
particularly apparent when considering clustering methods such as that proposed in 
Fisher and Jaikumar (1981). 

The capacitated clustering problem also arises in a number of other applications, 
including the design of sales force territories (Mulvey and Beck, 1984); determining strata 
boundaries for use in stratified sampling (Mulvey, 1983); constructing optimal index 
funds where upper limits are imposed on individual stock investment levels (Beck and 
Mulvey, 1982); partitioning of nodes in a distributed computing network, where each 
cluster of nodes should possess roughly the same computing power (Murphy and Ignizio, 
1981); and defining electoral boundaries in political districting (Bourjolly, Laporte and 
Rousseau, 1981). In each of these applications, we have the problem of clustering ele- 
ments into larger groups in a way that minimizes the total assignment cost subject to 
constraints on the size or capacity of each group. 

The use of the CCP arises out of the generalized assignment algorithm by Fisher and 
Jaikumar (1981) for vehicle routing. In this work, very simple heuristics are used to solve 
the generalized assignment problem which is a subproblem within the larger vehicle rout- 
ing problem. The generalized assignment problem, however, requires the prespecification 
of “seed” customers that serve as clustering points. In large problems, and particularly in 
the presence of service constraints, the choice of these seed customers can be extremely 
difficult. Algorithms for capacitated clustering problems, on the other hand, explicitly 
choose the seeds as part of the algorithm. Mulvey and Beck (1984) propose heuristics for 
solving the capacitated clustering problem. In this paper, we extend the work of Mulvey 
and Beck by proposing an iterative algorithm and better methods for developing initial 
seeds. 

We present next the mathematical formulation of the Capacitated Clustering 
Problem. 

2. THE CAPACITATED CLUSTERING PROBLEM 

We define the following notation for the mathematical formulation of the problem. 
Let: 

9 : the set of customers i = 1, . . . , I. 

3 : the set of candidate seed customers j = 1, . . . , J. 
X : thesetofvehiclesk = 1,. . . ,K. 
Xk : the set of customers i serviced by vehicle k. 

c, : the cost of traveling directly from customer i to customer j. 

4i : the shipment size of customer i. 
V : the capacity of the vehicle that serves the cluster. 

Variables: 

1 
Yij = 

if customer i belongs in the cluster of seedj 

0 otherwise 
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1 
gj = 

if customerj is a seed customer 

0 otherwise 

An integer programming formulation of the capacitated 
follows: 

(CCP) 

minimize F( y,g) = C ,E9 C jE3 CijYo 

n 
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clustering problem (CCP) 

(1) 

subject to: t leg qi_Yij I I’ Vje3 (2) 

C je$ Yij = l ViE9 (3) 

Yij 5 gj viE9,jEg (4) 

C je3 g, = K (5) 

(Yij, gj) = to,11 V i E 9, j E 3 (6) 

Variables y are the assignment variables and variables g indicate whether a candidate 
seed j is selected as a seed or not. The cost coefficients cu measure the “closeness” of a 
customer i and a seed j (e.g. co could be the distance between i and j or a composite 
measurement of distance, travel time, etc.). The objective function of the CCP model 
above strives to minimize the total “assignment cost” of customers to the cluster seeds. 
Constraints (2) restrict the number of customers assigned to a cluster (equivalent to a 
vehicle), such that the vehicle’s capacity is not exceeded. Constraints (3) ensure that each 
customer is assigned to one and only one seed j, and constraints (4) prevent the assign- 
ment of a customer i to a candidate seed j which has not been selected as a seed (in which 
case Y,~ = 0). Finally, constraints (5) ensure that exactly K seeds (as many as the number 
of available vehicles) are chosen. 

Anderberg (1973) and Hartigan (1975) offer extensive reviews and references of 
algorithms for the uncapacitated clustering problem. Garey and Johnson (1979) showed 
that the CCP is NP-complete, and that exact optimization integer programming algo- 
rithms for the problem are ineffective for large problems. Heuristic approaches without 
lower bounds to evaluate the solution have been proposed by Hess (1969) and Hess and 
Samuels (197 1) for sales districting models. The model has been implemented successfully 
in realigning the salesforce of CIBA pharmaceuticals and IBM World Trade Corporation. 
Shanker, Turner, and Zoltners (1975) propose a set-partitioning based heuristic for a 
similar salesman territorial design problem. The outcome of their model is a schedule 
which specifies which salesman calls on each customer and the sales calls frequencies that 
maximize the total sales from all territories. The authors report the solution of problems 
with up to 129 feasible sets of territory designs. Cornuejols, Fisher, and Nemhauser 
(1977) use clustering to optimally locate bank accounts to maximize check clearing times. 
They employ and compare several heuristic algorithms based on greedy assignment and 
dynamic programming. Upper bounds are obtained through the subgradient optimization 
of a Lagrangian dual derived from the relaxation of the unique assignment constraints. 
The authors report the solution of problems with up to 737 entities to be grouped into 25 
clusters. Mulvey and Crowder (1979) present an effective optimization algorithm for 
clustering homogeneous data. They employ heuristic methods for determining a good 
initial solution; an optimal solution is then sought through relaxation of the unique 
assignment constraints, subgradient optimization for locating a lower bound, and primal 
variable searching techniques for obtaining improved feasible solutions. The authors 
report the solution of problems with up to 200 points. 

More recently, Mulvey and Beck (1984) propose a primal heuristic algorithm. The 
algorithm is based on greedy assignment of points to prespecified seeds and iterative 
improvement of the solution through selection of new seeds and local exchanges of points 
between clusters; the initial seeds are presented at random. Furthermore, the authors 
developed a Lagrangian relaxation scheme coupled with subgradient optimization to 
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compute lower bounds for the problem. The primal heuristic and the Lagrangian relax- 
ation were combined into a hybrid algorithm. The primal heuristic and the hybrid algo- 
rithm have been tested on problems with up to 100 points and were found to have 
comparable performance, although the hybrid was, in general, faster. 

Fisher and Jaikumar (1981) solve a Generalized Assignment Problem (GAP) for the 
assignment of customers to vehicle routes. The problem is identical to the CCP with the 
exception that the cluster seeds are preselected and fixed, while in the CCP the selection 
of the seeds is part of the optimization procedure. Fisher, Jaikumar, and van Wassenhove 
(1986) developed a multiplier adjustment method for the solution of the GAP, based on 
a branch-and-bound algorithm in which bounds are obtained from a Lagrangian relax- 
ation with the multipliers set by a heuristic adjustment method. The algorithm appears to 
be about one order of magnitude faster than the best previously existing algorithms (Ross 
and Solland, 1975; Martello and Toth, 1981). 

In the next section, we describe a heuristic algorithm for the solution of the CCP, 
which compares favorably with state-of-the-art algorithms for the problem. 

3. THE ITERATIVE HEURISTIC ALGORITHM FOR THE CCP 

Given the complexity of the CCP, exact optimization algorithms were deemed unre- 
alistic for large-scale problems, and the primal heuristic algorithm developed by Mulvey 
and Beck (1984) has been adopted as a basis for our model. However, several modifica- 
tions and extensions are introduced through the iterative heuristic algorithm we devel- 
oped, which increase the efficiency of the clustering procedure. 

The algorithm starts with an initial set of K seeds, and assigns customers to their 
nearest seed, such that the cluster capacity constraints (2) are not exceeded. After all 
assignments have been completed, a new seed is selected for each cluster, such that the 
assignment costs of the newly developed clusters are minimized. If the new seed is differ- 
ent from the current one for at least one cluster, the assignment of customers to seeds is 
repeated based on the newly computed set of seeds. Finally, improvements to the clusters 
are attempted through pairwise interchanges of customers belonging to different clusters. 

The algorithm iterates between three basic phases, namely the assignment phase, the 
seed relocation phase and the local improvement phase, which we describe next in detail. 

Phase I: The greedy assignment 
During this phase the nonseed customers are assigned to a given set of seeds accord- 

ing to a regret function. The regret function of a customer i is defined as the cost 
difference between its first and second closest seeds, namely: 

REGRET (i) = c,,= - c$ (7) 

where j’ is the closest seed to i and j2 the second closest seed. The regret function repre- 
sents the “penalty” of assigning customer i to its second closest seed instead of the first 
closest seed. 

The nonseed customers are ordered in decreasing order of regret and each one is 
assigned in turn to its closest available seed. If capacity constraints do not allow the 
assignment of i to j’ due to previous assignments, then i is assigned to j’. If this is not 
possible either, then the next closest seed is considered and so on. The assignment of 
customers with the largest regret values is undertaken first, so that the largest costs 
associated with assigning a customer to a very “distant” second or kth nearest seed can be 
minimized. In the event that customer i cannot be assigned to any seed the current set of 
seeds is considered infeasible. Then, the number of seeds is increased by one, customer i 
is turned into a seed customer and the greedy assignment procedure restarts, using as a 
new set of seeds the initial set plus customer i. At the end of the assignment phase all 
customers have been assigned to a seed and all clusters have been formed. 

The use of the regret function closely follows Vogel’s approximation for developing 
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initial solutions to transportation problems (see, for example, Hillier and Lieberman, 
1986). In this context, a regret function is used to identify variables to enter the initial 
basis. 

Phase II: The seed relocation 
Once a cluster has been created, the current seeds might not be in the “center” of the 

newly formed cluster. In the second phase, we search over all customers within each 
cluster and choose the one that minimizes the total assignment costs to all other customers 
within the customer. This customer becomes the new seed. 

If one or more new seeds have been found the algorithm returns to phase I and the 
greedy assignment/seed relocation phases restart with the new set of seeds. The algorithm 
iterates between phases I and II until no more improvements are possible. 

Phase III: The local exchanges 
In the final phase we attempt to improve the current clusters by considering all 

possible pairwise exchanges of customers belonging to different clusters. Whenever prof- 
itable exchanges are found the algorithm returns to phase II and, if needed, to phase I. 
The procedure is repeated until no more improvements can be found or the maximum 
number of iterations is reached. The three basic steps of the iterative primal algorithm 
are depicted in Fig. 1. A simple example is shown in Fig. 2. 

Given a number of customers, each one depicted with a small circle, we need to form 
three clusters corresponding to three available vehicles. Assume that initially customers 1, 
2 and 3 have been chosen as seeds. During the assignment phase the three clusters shown 
in Fig. 2 are formed. However, during phase II customer 2’ is found to be the most 
centrally located customer for cluster 2 and hence, it becomes the new seed for that 
cluster. Similarly, customer 3’ becomes the new seed for cluster 3. Given the new medi- 
ans, the algorithm will proceed back to phase I. Assuming that no more improvements 
can be obtained through phases I and II, we proceed with phase III, considering custom- 
ers r of cluster 2 and s of cluster 3. If: c,,, + c,,, < c,,, + csj, then r and s switch clusters, 
assuming that no capacity violations occur. 

We display a step by step description of the iterative primal algorithm in the follow- 
ing section. 

CCP 

I Form clusters Pl 

Find a better median 
for each cluster 

Improve the cluster with 
local exchanges 

Fig. 1. The Iterative Heuristic algorithm. 
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Cluster 1 

0 
DEPOT 

Clustering problem 

-- Form clusters 
-- Improve medians 
-- Local exchanges 

Cluster 2 

Cluster 3 

Fig. 2. A clustering example. 

The iterative heuristic algorithm for the CCP 
Step 0. Initialization 

Select K initial seeds j E $. Usually ,$ = 9. 
Let J* be the set of seed customers. 

Step 1. Greedy Assignment 
Step I. I. For each customer i E I: 

Sort seeds j E J* in increasing order of cost cij. 
Calculate the regret function for i setting: REGRET (i) = c,.,~ - cijl where j’ is the 
“closest” seed and j* is the second “closest” seed. 

Step 1.2. Sort customers i E Zin decreasing order of REGRET (i). 
Starting at the top of the list assign each customer i to its closest feasible seed, i.e. 
try to assign i to j’; if this is not possible due to capacity restrictions, try J; if not 
possible try j3 and so on. 
If there is no seed with sufficient capacity to accept i go to step 1.3. 
If all the customers have been assigned to a seed go to step 2. 

Step 1.3. Some customer i cannot be assigned to any seed. 
Turn i into a seed, namely: J* = J* + {i} and go to step 1.1 with K + 1 seeds. 

Step 2. Median Relocation 
Step 2. I. For each cluster k: 

Let j be the current seed. 
Let Jk c J be the set of candidate seeds for cluster k (usually Jk = &) . 

For all m E Jk calculate: C, = c kxk~im 

Let C, = min( C,} m, I E Jk 
If I # j then set I to be the new seed of cluster k. 

Step 2.2. If C, - C, 1 E where E is a predetermined constant, go to step 1. 
Otherwise go to step 3. 

Step 3. Local Exchanges 
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Step 3.1. Pick any pair of clusters k, and k2 with seeds jr and j, respectively. 
If all the pairs have been considered go to step 3.4. 

Step 3.2. Pick any pair of customers r E ‘X,, and s E ‘&. 
If all pairs have been considered go to step 3.1. 

Step 3.3. Calculate AC = the cost of exchanging r and s. 
If AC 2 0 go to step 3.2. 
Otherwise check the capacity feasibility constraints. 
If no vehicle capacities are violated then set: 

Step 3.4. If any local exchanges have been made go to step 2. 
Otherwise STOP. 

4. RELAXATION AND BOUNDS FOR THE CCP 

In order to evaluate the performance of the iterative heuristic algorithm for the CCP 
it is necessary to establish lower bounds for the problem. One commonly used method 
for establishing lower bounds is through Lagrangian relaxation of the original problem. 
One or more sets of constraints are relaxed and the resulting problem is solved to optimal- 
ity, if possible. In a minimization scheme the optimal solution of the relaxed problem is a 
lower bound for the original problem. The optimal solution of the original problem is 
expected to lie between the lower bound and the best heuristic solution. A set of Lagran- 
gian multipliers attached to the relaxed constraints drive the solution of the relaxation as 
close as possible to the optimum of the original problem. There are two major concerns 
when employing relaxation techniques. The relaxed problem should be easier to solve 
compared to the original one (otherwise there is no point in introducing a relaxation 
scheme), and at the same time, the original problem should not be “over-relaxed,” since 
an “over-relaxation” is quite unlikely to yield tight bounds. Properties and validation of 
the Lagrangian relaxation technique are discussed in Fisher and Jaikumar (1981). 

We have investigated several relaxations schemes for the CCP, including relaxation 
of the capacity constraints (2), the coupling constraints (4) and the unique assignment 
constraints (3). Although not all of them have been successful, their study has contributed 
useful insights for the structure of the CCP. We refer the interested reader to Koskosidis 
(1988) for further details. 

Best results (tight lower bounds) were obtained through the relaxation of the unique 
assignment constraints (3). Mulvey and Beck (1984) also use relaxation of the unique 
assignment constraints to obtain tight lower bounds for the CCP. Fisher et al. (1986) 
develop a successful algorithm for the generalized assignment problem combining the 
relaxation of the unique assignment constraints with a multiplier adjustment method. 

Relaxing constraints (3) we obtain: 

(CCP,) Z,( ?r) = minimize C C cflV + C 7ri( 1 - C yu) 

Yd? 
ie9 je3 iei id 

= minimize C C (cij - 7ri)yij + C 7ri 

Y?g 
ie9 je3 ie_l 

(8) 

(9) 

subject to (2), (4-6); 7r are the corresponding Lagrangian multipliers. Note that there is 
no restriction on 7~. This is necessary since constraints (3) might be unbalanced in both 
directions, e.g. a customer i might be assigned to none or more than one seed customers. 
The value of the violation term 

1 - C Yik 
jd 

(10) 
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drives the updating mechanism of x, such that this unbalance may be resolved. More 
specifically for each customer i E 9, if: 

< 1 ?T; is increased 

> 1 7ri is decreased 
(11) 

The values of ?T’S are iteratively adjusted through subgradient optimization (refer to 
Koskosidis, 1988). When the sum in (11) equals 1 then customer i is assigned to one seed 
only, and its multiplier is held fixed. When the sum is less than one, customer i has not 
been assigned to any seed and hence we want to increase xi such that its cost coefficient 
(cij - ni) decreases, making customer i more attractive. On the contrary, when the sum 
exceeds one, implying that i has been assigned to more than one seed, we need to increase 
its cost coefficient, e.g. decrease ?T,. T can take any positive or negative value including 
zero. Different solution strategies for the subgradient optimization algorithm and compu- 
tational experience are discussed in Held and Karp (1971), Held, Wolfe, and Crowder 
(1974), Mulvey and Crowder (1979) and their references. These and other studies have 
shown convincingly that the subgradient method often provides lower bounds close to 
the optimal solution and hence is effective as a performance measurement for heuristics. 

5. THE SEED INITIALIZATION PROCEDURE 

It has been evident from the detailed description of the iterative heuristic algorithm 
for the CCP that a set of seeds is necessary to initiate the greedy assignment phase. In 
this section we describe algorithms developed to provide an initial set of seeds. The 
objective of the seed initialization algorithms is to develop a set of seeds that would result 
in a low cost clustering solution. If the initial selection is not quite successful, the seeds 
are progressively updated, as needed. 

Several methods have been proposed over the years for choosing seeds. Human 
expertise is one of these; an expert vehicle dispatcher, for example, could judge by 
inspection which are the most desirable customers to serve as seeds. This task, however, 
becomes extremely difficult as the number of customers gets larger. Other considerations, 
such as time restrictions, eliminate natural spatial clusterings which are solved more easily 
by humans using graphical means. 

Various automated rules for seed selection have been proposed by several research- 
ers. Mulvey and Beck (1984) use randomly generated seeds as a starting solution for the 
CCP. A more rational approach is to choose as initial seeds the customers with shipment 
size more than half the capacity of the vehicle assigned to them. However, that does not 
account for other factors (e.g. time restrictions); furthermore, in cases where all or most 
shipments are smaller than half a truckload, that rule would easily fail. 

Another empirical rule would be to select as seeds the most remotely located custom- 
ers. Fisher and Jaikumar (1981) suggested a similar approach, based on the spatial config- 
uration of the problem. This kind of rule, although it might have worked for spatial 
problems, cannot be expected to perform well in a time constrained environment, since it 
completely ignores the temporal aspect of the problem. On the other hand, rules based 
exclusively on temporal criteria (e.g. the customer with the earliest or latest delivery due 
time) are not likely to work well either, since they ignore the spatial aspect. 

We describe next three seed initialization algorithms based on the underlying objec- 
tive to minimize the sum of the “hub-and-spoke” spanning trees. The procedure resembles 
a set covering scheme; the minimum cost “hub-and-spoke” spanning trees are generated 
for each candidate seed, subject to capacity constraints, and then the candidates yielding 
the lowest cost clustering solutions are selected as initial seeds. The idea behind the design 
of the algorithms has been to keep the initialization phase simple, and avoid overloading 
the CCP model with computational requirements disproportional to the significance of 
this phase. At the same time the initialization algorithms should be sophisticated enough 
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to provide the CCP model with reasonably good starting solutions; bad initial sets of 
seeds could trigger lengthy clustering procedures and affect the quality of the final cluster- 
ing solution. The algorithms are presented in the following section. 

The Pseudo-Knapsack Assignment Algorithm 
We assume that any customer is eligible to become a seed customer, e.g. J = 9. 

Each customerj E J is considered in turn as a potential seed, and the rest of the customers 

are ordered in increasing order of the ratio z, namely: 
I 

55.. .<c,_,j - 
41 4n-1 

Next we assign customers toj, going down the list 
first p customers such that: c f=, qi I V - qj < 2 

untilj’s capacity is exceeded. The 
:Z,’ qi are assigned to seed cus- 

tomer j; the cost of the “hub-and-spoke” spanning tree for the potential seed j is Cj = 
c :=, cij. 

The procedure is repeated for all j E J. When all the candidate seeds have been 
considered, they are ordered in increasing order of the costs Cj, and the K first candidates 
are chosen as initial seed customers. The algorithm is based on the Lagrangian Relaxation 
of the unique assignment constraints (3), which lead to decomposition of the CCP prob- 
lem to a series of knapsack problems (one for each candidate seed). A detailed description 
of the derivation of the Pseudo-Knapsack Assignment Algorithm can be found in Koskos- 
idis (1988). 

During preliminary testing, the algorithm was found to be sensitive to the structure 
of the problem tested. In particular, a group of customers located very close to each 
other compared to the rest of the customers would dominate the initialization procedure 
and most of the seeds would come out of this group. This problem is inherent in the 
algorithm, since each customer may belong to more than one cluster during the initializa- 
tion phase. The situation is demonstrated in Fig. 3. 

The figure depicts four customers to form two clusters. The number in parenthesis 
represents the shipment size for each customer. When each customer is considered as a 
seed we get: 

Candidate seed 1: Customers 1 and 2 are assigned to 1 and C, = 0 + 1 
N 2: “ land2 e 2andC, = 1 + 0 
,, 3: ” 3and4 M 3andC, = 0 + 7 
I, 4: ” 3 and4 ” 4andCd = 7 + 0 

Given that we need only two seeds (for two vehicles), it is easy to see that customers 1 
and 2 will be the initial seeds, due to their lower “hub-and-spoke” costs. This initial 
solution is obviously a bad one, since at the optimal solution of the CCP customers 1 and 
2 should be in the same cluster. The iterative algorithm is expected to correct the problem 
after few iterations, but the procedure could be accelerated with a better initial solution. 
The two following seed initialization algorithms aim to overcome this problem. 

The Pseudo-Knapsack Assignment Algorithm with Elimination 
The distinguishing feature of this algorithm is that once a customer has been assigned 

to a cluster, either as a seed or as a regular customer, it cannot be included in any other 
cluster or be a candidate seed. In other words, once a cluster has been formed, all the 
members of the cluster are excluded from sets 9 and J and then the procedure restarts, 
namely: 

Siep 0. As before. 
Set k = 1. 
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SEEDS 

COST MATRIX 

Fig. 3. An ill-conditioned example. 

Step I. As before. 
Step 2. As before. 
Step 3. Sort j E 3 according to increasing order of the clustering cost C,. 
Step 3. I. Pick the first candidate seed j from the list. 

;et: ; ; I$‘. 
k* 

Setk = k + 1. 
Step 3.2. If k > K STOP. 

Otherwise go to step 1. 

The algorithm avoids the problem of multiple assignments of customers and it was 
found to be superior to the Pseudo-Knapsack Assignment algorithm in many instances 
depending on the structure of the testing problem. However, there were cases that the 
Pseudo-Knapsack Assignment Algorithm with Elimination could not provide a feasible 
solution. For example, if the total demand of customers, namely c i4 qi could fit into 
K’ vehicles, but one is interested in obtaining a solution with K > K’ vehicles, it is 
possible that the algorithm would come with a number of seeds less than K, due to the 
process of elimination, Hence, the starting solution would be infeasible. The following 
algorithm has been developed to avoid this shortcoming. 

The Pseudo-Knapsack Assignment Algorithm with Partial Elimination 
This algorithm stands somewhere between the first and second algorithms. It is 

identical to the second one except for the following changes in step 3. : 

Step 3. As before. 
Step 3.1. Pick the first candidate seedj from the sorted list. 

Set&l = 3 - (j}. 
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Set 9 = 4 - {j}. 
Setk = k + 1. 

Step 3.2. As before. 

37s 

In other words, only the seed customer j is excluded from both sets 9 and &l, while a 
regular customer could participate in more than one cluster. 

The overall evaluation of the performance of the three initial seed selection algo- 
rithms is given in the last section. 

6. COMPUTATIONAL STUDY 

The objective of the computational study has been to evaluate the performance of 
the iterative heuristic algorithm and compare the three seed initialization algorithms to 
each other. The algorithms have been tested on randomly generated problem sets. The 
Lagrangian relaxation of the unique assignment constraints combined with the subgra- 
dient optimization algorithm have provided lower bounds for the CCP, which turned out 
to be the optimal solution for many of the problems tested. The gap between the best 
solution obtained by the iterative heuristic and the relaxation lower bound has been used 
to evaluate the performance of the iterative heuristic algorithm. 

Furthermore, the performance of the iterative heuristic has been compared to the 
primal heuristic of Mulvey and Beck (1984). Recall that the M&B algorithm starts with 
randomly generated seeds and iterates between the assignment and seed relocation phases 
until no further improvement is obtained; it then proceeds with local switches. The 
procedure is repeated for a predetermined number of iterations using a new set of random 
seeds each time. The M&B heuristic has been coded in FORTRAN77 and used to solve 
the random problems we generated for the study, so that a direct comparison between 
the algorithms has been possible. Unfortunately, the original problems used by Mulvey 
and Beck are not available. 

At the same time, the three seed initialization algorithms have been compared to 
each other. Each initialization algorithm is used to initiate a run of the iterative algorithm, 
and the three clustering solutions are compared to each other. The three seed initialization 
algorithms used are: 

S&l: Pseudo-knapsack assignment initialization 
SI-2: Pseudo-knapsack with elimination 
SI-3: Pseudo-knapsack with partial elimination 

We have developed four sets of randomly generated problems using 10, 25, 50 and 
100 customers, respectively. The randomly generated shipment size per customer was 
adjusted for each problem, such that problems with an average of 5, 10, 20, 25, and 50 
customers per cluster were produced. In addition, special care was taken such that the 
total capacity of the vehicles would not exceed the total volume of shipments by more 
than 20070, i.e. 2 iG9 qi 2 .8(K x V), thus creating tightly constrained problems. The 
test problems are listed in Table 1, where they are classified by means of the total number 
of customers per problem and the number of customers per cluster. 

Each problem has been solved three times, starting with a different seed initialization 
algorithm each time. The best solution found has been used as the target value 2 for the 
subgradient algorithm. The best solution of the heuristic has been compared to the relax- 
ation lower bound. 

In addition to these three seed initialization methods, we found that a fourth method 
often produced the best results. This method, which we term the IHR (iterative heuristic- 
relaxation) hybrid, first solves the Lagrangian relaxation. Then, the seeds resulting from 
this solution are used as the initial seeds in the iterative heuristic. 

Finally, the problems have been solved using the M&B heuristic and the results have 
been compared to the best solution found by the iterative algorithm both in the first and 
the second pass. We have allowed 150 iterations of the M&B algorithm (i.e. generate 150 
sets of random seeds), as the authors suggest. 



316 Y. A. KOSKOSIDIS and W. B. POWELL 

Table 1. Number of problems solved per problem category 

The detailed computational results can be found in Koskosidis (1988). Table 2 lists 
the average solution values per problem category for the subgradient algorithm, the 
iterative heuristic algorithm and the M&B heuristic. The first column indicates the num- 
ber of customers in the problem, while the second column lists the average solution values 
of the relaxed problems (used as the lower bound) and the computational effort required 
(second line) in CPU seconds. Columns 3 through 5 list the best solution values (and 
CPU seconds) obtained with the three initialization algorithms, SI-1, SI-2, and SI-3. 
For each problem, the best of the three solutions is compared to the lower bound and the 
average difference (as percent above the lower bound) is listed in column 6. Columns 7 
and 8 give the results using the IHR hybrid, its CPU requirements and the percent 
difference from the lower bound. Finally, columns 9 and 10 list the results for the M&B 
heuristic, including the best solution found, its CPU requirements in seconds and the 
percentage above the lower bound. 

The results, as summarized in Table 3, show that both the iterative heuristic algo- 
rithm and the relaxation performed extremely well. The subgradient optimization algo- 
rithm for the relaxation yielded the optimal solution for the original problem for 48 out 
of the 76 problems or 63% of the cases. The iterative heuristic algorithm found the 
optimal solution for 24 or 32% of the problems using the seed initialization methods, 
and for 45 or 59% of the problems when used within the IHR hybrid algorithm. In 61 or 
80% of the problems the gap between the heuristic and the lower bound was less than 
1%; only 7 problems were solved with more than 2% gap and just 2 with more than 3% 

gap. 
The CPU time requirements have been very reasonable. The testing was performed 

on the IBM308 1 / VM370 computer using FORTRAN77. The iterative heuristic algorithm 
required less than .02 seconds for the 10 customer problems to a maximum of 2.5 seconds 

Table 2. Average solution values for the Iterative Heuristic and the M&B Algorithm 
- 
- 

-ii - 

ii- 

25 

50 

100 

- 

Lower Bound 

Subgradient 

COST 
CPU ! 

734.5 
.070 

1502.5 
.353 

3225.5 

6.62 

5364.1 
32.48 

T Upper Bounds 

SI-1 

COST 
/ CPU 

789.5 
.Oll 

1645.1 
.019 

33336 

0.09 

5614.5 
0.35 

erative Heurirtic 

e 

IHR Hybrid 11 M&B 
I II 

COST % gap 

* 

/ CPU from LB 

734.5 0.00 

1505.9 0.31 

3235.8 0.42 
_ 

5383.1 1.11 

COST 
/ CPU 

734.5 
61.59 

1516.8 
313.35 

3237.0 

10.03 

%gap 
from LB 

0.00 

1.41 

0.63 

1.63 
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Table 3. Performance evaluation of the Iterative Heuristic in terms of the number of problems for 
which the solution was optimal or within a given percentage of the lower bound 

1 Number 
Of 

customers 
10 

Subgradient 
Optima 
solution 

10 

25 

50 

10 

15 

100 

TOTAL 

13 

48 

Iterative Heurbtic 
OptimaI Solution 

Seedinit. IHRHybrid < 1 % > 2 % > 3% 
9 10 10 0 0 

6 9 13 0 0 

5 14 21 1 0 

4 12 II 6 2 

24 45 61 7 2 

J 

for the 100 customer problems. The subgradient algorithm required between .03 seconds 
and 60 seconds, respectively. 

Comparing the three seed initialization algorithms, we found that the Pseudo- 
Knapsack Assignment and the Pseudo-Knapsack Assignment with Partial Elimination 
algorithms performed almost identically well and outperformed the Pseudo-Knapsack 
Assignment with Elimination algorithm. The first two initiated the best clustering solu- 
tion in 42 out of the 76 problems each or 55% of the cases, while the last one initiated the 
best solution in 28 or 37% of the problems. Analytical results are shown in Table 4. In 
Table 5 we compare the performance of the three algorithms using a problem classifica- 
tion based on the number of customers per cluster. 

A final comparison has been made between the random seed M&B heuristic and the 
iterative heuristic. The M&B algorithm produced better quality solutions compared to 
the results using the iterative heuristic using the seed initialization methods but is over 
100 times slower. The results of the IHR hybrid are better than that of M&B and the 
computational requirements (including the running time for the subgradient algorithm) 
are consistently lower. 

7. SUMMARY AND DISCUSSION 

We developed and tested optimization-based heuristic algorithms for the consolida- 
tion of less-than-truckload customer orders into truckload shipments. The solution meth- 
odology is based on solving the Capacitated Clustering Problem. The proposed heuristic 

Table 4. Comparison of the seed initialization 
algorithms (I). Number of problems that each 

algorithm produced the best solution 

Number 
of I 

customers problems 1 2 3 

10 10 6 6 6 

1. The pseudo-knapsack assignment algorithm. 
2. The greedy assignment algorithm with elimina- 

tion. 
3. The greedy assignment algorithm with partial 

elimination. 
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Table 5. Comparison of the seed initialization 
algorithms (II). Number of problems by customers 

per cluster that each algorithm initiated the best solution 

Number I Total I Algorithm 
of number of 

customers problems 1 2 

5 30 17 11 

10 20 8 8 
25 8 5 0 

50 10 9 5 
100 8 3 4 

TOTAL 76 42 28 

- 

3 

17 

10 
4 

9 
2 

42 - 

1. The pseudo-knapsack assignment algorithm. 
2. The greedy assignment algorithm with elimina- 

non. 
3. The greedy assignment algorithm with partial 

elimination. 

algorithm have been motivated by the work of Fisher and Jaikumar on the Generalized 
Assignment Problem and the work of Mulvey and Beck on the Capacitated Clustering 
Problem. However, we have introduced significant modifications and extensions that 
improve the quality of the obtained solutions and the efficiency of the algorithm. 

The advantage of solving the Capacitated Clustering Problem in the place of a 
Generalized Assignment Problem is that in the CCP the seed selection procedure becomes 
part of the optimization and the initial set of seeds is constantly updated as needed. If the 
initial seed selection is not very successful, it is improved in the process, as more and 
more information is accumulated from the clustering. To the contrary, in the Fisher and 
Jaikumar approach the seeds are fixed and externally specified. The authors use either 
human expertise or simple practical rules to develop the set of seeds. However, human 
expertise or simple rules are quite often inadequate due to the size of the problems and/ 
or other complications, such as temporal or other kind of restrictions. 

Compared to the M&B approach, we have developed special algorithms for seed 
selection to avoid using randomly generated seeds. Furthermore, the iterative heuristic 
algorithm employs an iterative, self-correcting scheme, and improves the initial set of 
seeds and the existing clusters, while iterating between the assignment, seed relocation 
and local improvement phases. To the contrary, the M&B primal heuristic terminates 
after the local switches phase and restarts with a new random set of seeds, making no use 
of the previously generated information. 

In conclusion, the iterative heuristic approach for the Capacitated Clustering Prob- 
lem we developed was found to work quite well. The solution of a wide variety of 
problems was deemed of a very good quality and the computational requirements have 
been quite reasonable. The three seed initialization algorithms provided good quality 
starting solutions; although the Pseudo-Knapsack Assignment with Elimination algo- 
rithm was found to be the least successful, it has been able to locate good starting 
solutions when the other two had failed; from this point of view, it constitutes a useful 
complement of the others. 

Finally, the relaxation of the unique assignment constraints of the problem and the 
subgradient optimization algorithm developed to solve the relaxed problem, have been 
able to provide very tight bounds, which in the majority of the problems turned out to be 
the optimal solution for the original problem. 
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