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Abstract

Stochastic optimization arises in a wide range of problems, and as a result the ideas have been
developed in different communities, creating fragmented styles in terms of notation, modeling and
algorithms. Some of these variations can be explained by differences in application, as well as dif-
ferences in research styles. We attempt to bridge these communities by describing how to translate
notational systems, while contrasting modeling and algorithmic strategies. We also touch on differ-
ences in research styles which reflect expectations for a publishable contribution as well as the style
of publication outlets used by different communities.

This version of the paper has been written largely without references (more references may be added
later). At this point, I think it is fair to say that all of the concepts contained in this paper have
been expressed somewhere in the literature, or are at least known among groups of researchers.
This article synthesizes these ideas in a coherent way, and while multiple notational systems are
reviewed, there is also an attempt to develop some common notational principles that will help to
foster communication across communities.

This article is intended as a discussion piece and is not intended for journal publication. The goal is to
help foster communication between the different communities. Constructive thoughts and comments
are warmly appreciated. Since this document will evolve over time, please email your comments to
powell@princeton.edu. You may put notes directly on the pdf (this is best), but if you put them in
email, please include the date on the front page so I know which version you are using.



1 Introduction

Stochastic optimization arises in a variety of settings. Examples include planning how to route a

military cargo airplane through multiple airbases to a destination, managing robots and helicopters,

determining how much cash to hold in a mutual fund, controlling interest rates to manage an economy,

and determining how to inspect shipping containers to maximize the chance of identifying contraband

or explosives. The diversity of applications is simply enormous, and perhaps it should be of no

surprise that these problems have been addressed by multiple communities.

Considerable success has been achieved within narrow problem classes. The controls community

(primarily in engineering) has largely conquered an important class known as linear quadratic reg-

ulation. The operations research community has mastered dynamic programs with discrete states

and actions with computable transition matrices. The reinforcement learning community has made

numerous contributions to the solution of dynamic programs with discrete actions. Mathematical

finance has added important contributions to optimal stopping problems and portfolio management

problems.

Despite these advances, there are many real-world problems in stochastic optimization which have

resisted solution. At best, practical solutions tend to require major research projects to get models

and algorithms that actually work. Yet, even successful solutions can prove fragile, breaking with

relatively small changes in modeling assumptions. As work in different communities has progressed,

there has been a gradual process where researchers in one community begin to use (or, more often,

rediscover) methods that have been mastered by other communities. Complicating the process of

sharing ideas, however, are differences in styles that limit the process of cross-fertilization.

This document is motivated by discussions that arose in a recent NSF workshop, A Conversation

between AI and OR on stochastic optimization funded by program directors from AI (Sven Koenig)

and OR (Michael Fu), and directed by myself and Satinder Singh. However, the ideas in this

document reflect a lifetime moving between communities in an effort to find rigorous but practical

algorithms to solve a class of high-dimensional dynamic programs that arise in transportation and

logistics. While the NSF workshop focused on “AI” and “OR,” it is not possible to properly represent

the relevant communities without including the important contributions made in control theory and

applied mathematics. Special thanks go to Paul Werbos at NSF who funded two early workshops,

in 2002 and 2006, under the umbrella of “approximate dynamic programming and reinforcement

1



learning.” The 2002 workshop consisted primarily of researchers from optimal control (engineering)

and reinforcement learning (computer science), while the 2006 workshop (organized by Jennie Si

and myself) had a larger presence from operations research, primarily with representation from the

subcommunity called stochastic programming. In the 2012 workshop, which by design focused on

the AI and OR communities, there was somewhat more attention given to simulation-optimization

and (to a lesser degree) stochastic search.

The goal of this document is to bring the communities together by understanding the sometimes

subtle differences in notation, terminology and research style. It is tempting to think that this

bridge can be crossed by creating a simple translation of notation. The more difficult problem is

recognizing that for many (but not all), the modeling style reflects the characteristics of the problem

and the associated complexity of the algorithms. Members of a community typically have a class of

applications in mind as they undertake their research. These applications are often unstated, creating

significant problems as someone from one community (thinking about their class of applications) tries

to understand the notation of another community. A simple example for this author was the process

of understanding an algorithmic strategy known as Q-learning, where you learn the value Q(s, a) of

being in state s and then taking action a. It is easy to translate the standard notation of a for action

in computer science with x for decision in operations research, but x is typically a vector. Trying to

compute Q(s, x) for vector-valued x is, to say the least, bizarre.

There are several dimensions that distinguish the communities in stochastic optimization. These

include

Applications - With the exception of a small group of pure theoreticians, most researchers have

developed a familiarity with a particular class of applications (something that tends to grow

with time).

Modeling - Different communities have developed notational systems and terminology to model

stochastic optimization problems.

Policies - One of the more subtle dimensions of sequential decision problems is the concept of

a policy, also known as a decision function or control law. Different types of policies tend to be

well suited to specific applications, and as a result communities will develop familiarity with

the policies that work well for the problem classes within a domain.

Research styles - It is important to understand the expectations of a publishable contribution
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for different communities, since this can have a big impact on what appears in the literature.

Since the literature has a strong bias toward theoretical results, practical methods which make

an algorithm work tend to be less visible.

Our presentation is made with the idea of linking the following communities:

• Reinforcement learning (computer science/AI)

• Control theory (engineering)

• Dynamic programming (operations research)

• Stochastic programming (operations research)

• Simulation-optimization (operations research)

• Stochastic search (SIAM/applied math)

• Optimal stopping (an important problem class widely studied in mathematical finance using

control theoretic notation).

This list is hardly comprehensive, but represents a set of communities and subcommunities that

have made real contributions to our understanding of important classes of stochastic optimization

problems. However, it is important to recognize that each community has approached stochastic

optimization from the perspective of its own applications, and as a result has real expertise in spe-

cific mathematical models and algorithms. For example, the control theory community pioneered

what is known as linear-quadratic regulation, where the cost function is quadratic and noise is addi-

tive in the transition function. Deterministic problems with uncertain parameters are an important

problem class. Operations research is divided between three communities: stochastic programming

(which works on vector-valued problems under uncertainty), dynamic programming (useful for in-

ventory/supply chain/resource allocation problems) and simulation-optimization (finding the best

design for a discrete event simulator).

On first examination, it might appear that we are listing communities that have no intersection.

Reinforcement learning, control theory, and dynamic programming are multistage sequential decision

problems that are usually (but not always) modeled in steady state. Optimal stopping is a sequential

decision problem with a stopping point (such as selling an asset or exercising an option). Stochastic
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programming is often approached as a two-stage problem (make a decision, see a random outcome

and then make a final decision), although there are many applications where it is formulated as a

multistage problem over a finite horizon (and always time-dependent). Stochastic search is always

formulated as a problem of finding a deterministic set of parameters to maximize or minimize the

expectation (or related operator) of a function of a random variable.

As time has passed, these communities are all starting to merge. Lookahead policies (stochastic

programming in operations research and Monte Carlo tree search in reinforcement learning) are being

used to solve multistage (and even steady state) dynamic programs. Dynamic programs are being

solved using “policy search” which is simply a form of stochastic search. Actor-critic methods (from

control theory) are basically a form of policy iteration (from Markov decision processes). At the

same time, hybrid strategies are becoming widely used for more complex problems. Value function

approximations (from dynamic programming) have long been used as a terminal reward for lookahead

policies (tree search, rolling horizon procedures). There has been growing recognition of the power

of stochastic search methods (closely related to simulation-optimization) to perform policy search in

dynamic programming. Even more recent is the recognition of the power of using machine learning

(both for value functions and policies) within stochastic programs (with vector-valued decisions).

A case can be made for a field called computational stochastic optimization which encompasses

all these areas. The qualifier “computational” recognizes the unique challenge of computation in

stochastic optimization. For example, there are many deterministic problems where finding an

optimal solution represents a significant research challenge. However, stochastic optimization is

unique in that simply computing the objective function is a challenge and, for most problems,

is computationally intractable. Finding optimal solutions are rare, although there are algorithms

which may offer guarantees of asymptotic optimality. Far too often, we have to live with solutions

with no performance guarantees. We feel that there are benefits to be derived from recognizing

the contributions of each community, and for this purpose we suggest “computational stochastic

optimization” as a unifying name.

2 Applications

To understand the computational challenges of stochastic optimization problems (and especially

sequential decision problems), it is important to understand major classes of applications that are
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studied within individual communities. This discussion is hardly intended to be a comprehensive

listing of all the applications addressed by these communities

• Computer science

– Games - Computer scientists have long studied the problem of getting computers to play

games such as checkers, backgammon, chess and, most recently, the Chinese game of

Go. These problems have small action spaces, large and complex state spaces and deeply

nested rewards (it may take a larger number of steps before knowing if a strategy was

successful).

– Robots - Although originally the domain of engineering, there is a substantial community

in computer science tackling problems such as optimizing factory robots, mobile sensors,

and helicopters. These problems are still modeled using a discretized version of what

would normally be a continuous decision variable.

– Describing animal behavior - Reinforcement learning has been used to describe the behav-

ior of rats and monkeys, which represent complex physical systems where the dynamics

cannot be represented by a set of equations. These are known as model-free applications.

• Operations research

– Inventory problems - There is a wide range of problems that involve determining when

to hold (or store) inventory, which might be in the form of retail products, money in a

bank account or water in a reservoir. Supply chain management refers to sequences of

inventory problems.

– Resource management - These are similar to inventory problems, but generally arise when

managing different types of resources such as trucks, blood or people. Resources may be

distinguished by static attributes (blood type) and dynamic attributes (the age of blood

or location where it is held). These problems tend to be very high dimensional. Myopic

policies can work as a good starting point for certain problems.

– Routing and scheduling - This problem class arises when we are managing individual peo-

ple or pieces of equipment, that are often described by fairly complex vectors of attributes.

• Engineering
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– Control of machines - Engineering has specialized in the development of control technolo-

gies for flying (including takeoff and landing) of aircraft, the control of unmanned aerial

vehicles or mobile sensors, or the control of devices such as storage systems in a hybrid

electric car. In contrast with the tendency of computer scientists to discretize action

spaces, the engineering community will work directly with continuous states and actions,

often depending on the use of derivatives.

– Control of chemical plants, power grids - These are large, complex systems with relatively

high dimensional controls, but generally are too complex to be described by a known set of

equations. The engineering controls community invented the term “model-free” dynamic

programming for this purpose.

• Economics and finance

– Optimal stopping - A classic problem involves determining when to sell an asset or exercise

an option. This problem is characterized by a single controllable state (whether or not we

have exercised the option), but a complex informational state (such as a basket of asset

prices) that evolves exogenously.

– Portfolio management - This problem involves determining how much to invest in dozens

of asset classes, or perhaps hundreds to thousands of individual stocks. The uncertainty is

complex; the evolution of prices are correlated across the classes, as well as being correlated

over time.

– Interest rate policy - Economists need to set interest rates to manage an economy. The

problem is very low dimensional, with many unobservable states (unemployment can be

inferred, but not measured), and the evolution of the system cannot be described by

known equations.

One way to illustrate the intermingling of problem classes is to consider the four classes of

problems illustrated in table 1. A single, simple entity might arise when trying to find the shortest

path through a graph with random costs; such problems can be solved using textbook dynamic

programming methods. A single, complex entity might be a backgammon game, a problem that has

long been the target of researchers in reinforcement learning. Multiple, simple entities might be a

set of identical trucks spread among different locations, a popular problem in operations research.

Multiple, complex entities might describe a fleet of trucks with drivers in them, each with a complex

vector of attributes.

6



Attributes

Number of entities Simple Complex

Single Single, simple entity Single, complex entity

Multiple Multiple, simple entities Multiple, complex entities

Table 1: Major problem classes

There are a number of applications that require managing fleets of complex entities such as

aircraft, locomotives and truck drivers (people are always complex). Formulating these problems

using the tools of operations research (linear/integer programming) produces optimization problems

with 1020 constraints. The tools of reinforcement learning (discrete states and actions) produce

dynamic programs with explosively large numbers of states and actions (the number of states in one

application was estimated to equal “the number of atoms in 1080 universes”).

3 Modeling stochastic optimization problems

We start by contrasting notational styles and terminology in the modeling of a stochastic dynamic

program. We divide our discussion along the five core dimensions of most sequential decision prob-

lems: states, actions/decisions/controls, exogenous information (random variables), the transition

function and the objective function.

3.1 States

State variables are fundamental to sequential decision problems, and yet there are surprising differ-

ences in notation, interpretation and definitions. Below we try to highlight these perspectives.

3.1.1 What is a state variable?

State variables are widely used (sometimes implicitly), but there is a surprising lack of an effort to

create a simple, formal definition. Bellman’s seminal text [Bellman (1957), p. 81] introduces state

variables with the statement “... we have a physical system characterized at any stage by a small

set of parameters, the state variables.” Puterman’s award-winning classic [Puterman (2005), p. 18]

introduces the concept of a state variable with “At each decision epoch, the system occupies a state.”

Attendees to the NSF workshop were asked to propose their own definition of a state variable.
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This exercise produced a list of 30 proposals which were then voted on in terms of clarity, complete-

ness and teachability. Two concepts appeared in the most popular definitions. The first was that of

a “sufficient statistic,” which means that it captures all the information needed to model the system

forward in time. The second was the concept that the state should be “efficient” or a “minimum

set.” Interestingly, there is a long tradition in operations research to distinguish between systems

that are “Markovian” (which means that the state variable captures all the relevant information

from history) versus those that are “history dependent” (see Puterman (2005) for a classical discus-

sion of Markovian versus history-dependent processes). It is not hard to find people in operations

research who will say “you can make any system Markovian by adding enough dimensions to the

state variable.”

The issue of Markovian versus history-dependent processes can be illustrated using a simple

example from finance. Imagine that we have a price process for an asset that evolves according to

the model

pt+1 = θ0pt + θ1pt−1 + θ2pt−2 + εt+1. (1)

Now assume that we are going to use a policy that sells the asset when pt ≥ β. Many would say

that at time t, the state of this system is pt, and then would say that the system is non-Markovian

because pt+1 depends on pt, pt−1 and pt−2. Clearly, pt is not a sufficient statistic.

As an alternative, we could define the history ht = (pt, pt−1, pt−2, . . . , p0). Clearly, ht is a suffi-

cient statistic, because it contains all the information needed to model the system moving forward.

However, it is clear that ht includes a lot of information that we do not need (specifically all the

prices before pt−2). The attendees who argued in favor that the state variable should be efficient,

minimal or parsimonious would probably argue that the correct state variable for this problem is

St = (pt, pt−1, pt−2). This state variable is both sufficient and minimal.

In Powell (2011), I argue that a good definition for a state variable is

Definition 3.1 A state variable is the minimally dimensioned function of history that is necessary

and sufficient to compute the decision function, the transition function, and the contribution function.

This definition is consistent with the idea of a sufficient statistic, but avoids the need to introduce a

term that requires its own definition. While discussing this idea, several people objected to the use
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of a term that already has a specific meaning in statistics. However, the definition requires that the

state variable include only the information necessary to model the system, an idea that is generally

implicit in the design of most dynamic programs. It also offers an unambiguous way of checking

whether the state variable is complete: you just have to check to see if it is required to compute the

decision function, the transition function and the contribution function.

We note in closing that with this definition, every dynamic program is Markovian. If a system is

not Markovian, then this simply means that the state variable is incomplete. We feel that discussions

of “Markovian” and “history-dependent” processes is a byproduct of the ambiguity in the definition

of a state variable. This is a significant shift in thinking for the operations research community,

where the distinction of Markovian and history-dependent processes is well established. However, the

control theory community is familiar with the concept of an “information state” which is consistent

with our view.

3.1.2 Types of state variables

Several notational systems have evolved to model a state variable. The dynamic programming

communities in operations research and computer science almost universally use St. We note that

the applied probability community makes the distinction that capital letters are random, so St implies

a random variable (viewed, for example, from the perspective of time 0), while st (or just s) is a

particular state. The control theory community universally uses xt for state (creating the obvious

conflict with the use of xt for decision vector used in operations research and math programming).

It is useful to describe three different types of state variables. These are:

• Resource state Rt - There are many problems where we are managing people, equipment, water,

blood, or money. In the simplest problem, the resource is a scalar such as the amount of water

in a single reservoir. We might designate this as a scalar Rt. It might also be a vector, where

Rti is the amount of water (for example) in the ith reservoir, or the amount of blood of type

i on hand. Note that the resource state is always a snapshot of the resources at time t. In an

optimal stopping problem, we would let Rt = 1 if we have not stopped (we are still holding the

asset), and Rt = 0 to indicate that we have stopped. In engineering applications, it is useful

to think of Rt as a physical state which might capture the position, velocity and acceleration

of an aircraft.
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• Information state It - This is not an ideal term (Rt is a form of information), but here we

use It to represent other information (other than Rt) needed to make a decision, compute the

transition function, or compute the cost/contribution function. If we are moving around a

stochastic graph, the resource state Rt would capture the node giving our current location,

while It might give us information the network that is available to make a decision. In an

energy storage application, Rt would capture the amount of energy in storage, while It might

include the current price, wind speed and demands (now and in the past, as necessary).

• Knowledge (or belief) state Kt (or Bt) - The knowledge (belief) state is one or more probability

distributions describing parameters that cannot be directly observed. Knowledge states arise in

learning problems (such as multiarmed bandit problems), problems where the transition matrix

is unknown, or even problems where we do not know precisely how many items are being held

in inventory (for example, due to theft), but where we can create a probability distribution

about the number of items in inventory. Belief states are widely used in partially observable

Markov decision processes.

3.1.3 State variables in stochastic programming

Life gets more complicated when we turn to the stochastic programming community, which does

not use the word “state” in its modeling vocabulary. To understand stochastic programming, it is

important to understand the most common problem classes that motivate research in this community.

Imagine that we are managing water flows between a network of reservoirs. For simplicity, assume

that water moves directly from a reservoir i at time t to a reservoir j at time t+ 1. This means that

xtij is the flow of water from reservoir i, released at time t, to reservoir j, arriving at time t+ 1. Let

Rti be the amount of water in reservoir i at the beginning of time interval t. Further, let R̂t+1,i be

the random inflows to reservoir i that occurs between t and t+ 1.

Using this model, we can write the evolution of Rt over time using

Rt+1,j =
∑
i

xtij + R̂t+1,j . (2)
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Of course, the vector xt has to satisfy the constraints

∑
j

xtij ≤ Rti, (3)

xtij ≤ uij . (4)

Equation (4) limits the flow out of a reservoir to the amount available in the reservoir. Equation (4)

might express limits on the rate of flow. Later, we are going to refer to equation (2) as a transition

equation, but in stochastic programming, it is just another constraint.

Now assume that we have to manage our reservoirs in the presence of random prices pt and

demands Dt, in addition to the random inflows R̂t. Let’s assume that all of these evolve according

to first-order Markov processes, as in

R̂t+1 = R̂t + εRt+1,

pt+1 = pt + p̂t+1,

Dt+1 = Dt + D̂t+1.

Here, we assume that (εRt , p̂t, D̂t) are all independent over time (but not necessarily stationary). For

this problem, we have an information state It = (R̂t, pt, Dt) that is separate from our resource state

Rt. For the moment, let Wt = (εRt , p̂t, D̂t). Finally, let ht be the history of the exogenous information

given by

ht = (W1,W2, . . . ,Wt)

= (ht−1,Wt).

The notation in the stochastic programming community is varied and nonstandard. Some authors

use ξ[t] for the history, while others use ωt. It is very common to refer to a “node in the scenario tree”

which is equivalent to a history. We note (and this is important) that the exogenous information in

ht does not depend on any decisions made during this time (this is not true for all problems, but is

a standard assumption in stochastic programming).

As a general rule, the random variable (vector) Wt will have too many outcomes to enumerate

(formal calculation of expectations is never possible), but assume that we can sample a set of outcomes

Ω̂t+1(ht) for Wt+1 that may (and in general will) depend on the history ht. We are now ready to
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generate a scenario tree. Starting at time 0 (in state S0), we generate a set of outcomes Ω̂1. Each

of these outcomes represents a history h1. For each h1, generate Ω̂2(h1). If we generated 10 samples

in Ω̂1, and we then generate 10 samples in Ω̂2(h1) for each of the 10 histories h1, we now have 100

histories h2.

Each history ht represents a specific set of events up to time t. Given ht, we generate a number

of outcomes Ω̂t+1(ht) that grow out of ht. The history ht can be envisioned as a node in a tree that

keeps branching. Some authors will represent the history as a node n, and then use n+ to represent

a potential history ht+1 that might result from the history ht. Given the history ht (equivalent, node

n), the history ht+1 (equivalent, node n+) is a random variable.

Scenario trees are always generated in advance. Needless to say, they grow with dramatic speed.

For this reason, it is very common practice to assume that we make an initial decision x0, then observe

W1, after which no new information comes. In this model, W1 represents all future information over

all remaining time periods. Another strategy is to dramatically shrink the number of alternatives in

the sets Ω̂t for time periods t ≥ 2.

In stochastic programming, it is common to talk about solving a problem at a particular node in

the scenario tree (equivalently, given a particular history). If they were to use the concept of a state

variable, it would be written St = (Rt, ht). This is not just a matter of mathematical convenience; the

entire history is used in the information state. Of course, there will be many applications where ht is

a sufficient statistic (as it always is) but not necessary. We anticipate that this is where opportunities

lie for streamlining classical stochastic programming algorithms.

3.2 Actions/decisions/controls

There are three different notational styles used for decisions: action a, control u and decision x. It is

important, however, to recognize that these are typically used in the context of specific application

classes. Action a (popular in computer science and the Markov decision process community in

operations research) almost always refers to discrete (or discretized) actions. Control u is used widely

in engineering and economics, and almost always refers to a low-dimensional continuous vector (10

dimensions is considered large). Finally, the operations research/math programming community

universally uses x which almost always refers to vectors (which may be discrete or continuous), often

of very high dimensionality - hundreds, thousands and tens of thousands of dimensions.
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Each of these notational systems tend to mask computational characteristics that make each

problem difficult. For example, it can be difficult for someone in operations research accustomed to

optimizing vectors with thousands of dimensions to appreciate the challenge of problems with discrete

actions. Problems with discrete actions a generally assume no structure in the cost/reward function

(and may have deeply nested rewards). Problems with controls u are continuous but typically

nonconvex. Problems with vector x are convex or have special structure such as what is exploited

in integer programming.

A good strategy may be to use all three notational systems, with the understanding that each is

associated with a particular problem class.

3.3 Exogenous information

Exogenous information represents random variables that evolve over time. There is an astonishing

lack of standards in the modeling of information, even within communities. In this document, we

represent random information as Wt, which is known at time t but unknown at time t − 1. Other

authors will use ξt or ωt. This means that throughout our presentation, our standard notation means

that any variable indexed by t is known at time t.

It is very popular in the stochastic programming community to use the term scenario, indexed by

s, instead of a sample path ω. These are mathematically equivalent, but there is a subtle difference

in context. For example, imagine we are trying to make a major investment decision that depends

on interest rates in different companies. We may have to consider possible trajectories of major

economies that would drive interest rates higher or lower. It is natural to think of these major events

as “scenarios” which might be generated from human judgment. There is considerable variation in

notational styles in representing scenarios or outcomes. In addition to the notation above (which is

fairly standard), different authors have used xωt , xt(s) or xst .

It is common in control theory (but not entirely standard) to let wt be the information variable,

but where wt is random at time t. This creates a situation where we are in state St (known at time t),

compute a control ut (computable at time t given St), but where the new information wt is random.

The reason for this style is that the controls community often models problems in continuous time.

In this setting, wt is the exogenous noise that arrives between t and t+ dt. It is natural to represent

this information as wt (no-one would represent it as wt+dt), but this means it is random at time

13



t. Unfortunately (in our opinion), this notational style persists even when applied to discrete time

problems.

The applied probability community has long adopted the convention that capital letters are

random. It is for this reason that I have been using Wt to model exogenous information rather than

wt. It seems most convenient to adopt the convention that any variable indexed by t is deterministic

at time t. Assuming that time starts at t = 0 (which is the most natural), this means that our first

observation of exogenous information is W1. Our sequence of states, actions and information up to

time t would then be written as the history

ht = (S0, x0,W1, S1, x1,W2, . . . , St−1, xt−1,Wt).

A concept that will prove later in our discussion is the notion of a post-decision state which, if we

are using decision x, we denote by Sxt . This is the state of the system at time t, but immediately

after we make a decision. If we use a post-decision state, the history would be written

ht = (S0, x0, S
x
0 ,W1, S1, x1, S

x
1 ,W2, . . . , St−1, xt−1, S

x
t−1,Wt).

A simple example of a post-decision state would arise in the management of the water level in a

reservoir, which evolves according to the equation

Rt+1 = Rt + xt + R̂t+1,

where xt is the inflow (xt > 0) or outflow (xt < 0) to/from the reservoir, and R̂t+1 represents

exogenous inflows due to rainfall. For this problem, the post-decision (resource) state would be given

by Rxt = Rt + xt. It is important to recognize that the post-decision state Sxt is indexed by t since it

is the state immediately after we make a decision at time t. For many applications, the post-decision

state is much more compact than the pre-decision state. At the same time, it is often the case where

the dimensionality of the pre- and post-decision states are the same. However, there are problems

where it is necessary to write the post-decision state as Sxt = (St, xt); this tends to arise in problems

where the exogenous information process depends on the decision itself.

In the probability community, ω represents a sample realization of all exogenous information. In

a finite horizon problem (the same concept applies to infinite horizon problems), a sample path ω
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would consist of

(W1(ω),W2(ω), . . . ,WT (ω)).

We may write ωt = Wt(ω) as a realization of the information arriving between t − 1 and t, but

authors should be aware that some object to this notation. Also, it is not unusual to treat ω as a

random variable rather than a sample realization. This is verbotten in the probability community.

Thus, it is correct to write

EF (x,W )

but incorrect to write

EF (x, ω).

However, both styles can be found in top theory journals, so this seems to be a matter of style.

3.4 The transition function

We next need to describe how the system evolves over time. This is perhaps where there is the

greatest variety of styles among the different communities. We start by using some basic notation

from control theory to write a generic function describing the evolution of the system as

St+1 = SM (St, xt,Wt+1).

Here, SM (·) is known as the transition function, system model, plant model, model, transfer function,

transition law and perhaps a few that I have not encountered yet (in engineering, a “plant model”

is derived from its use to describe a chemical plant or power plant, representing the physical system

being described). The transition function, if it is used at all, is often written as f(·). I use the

notation SM (·) to avoid consuming another letter of the alphabet, and because of its mnemonic

value as the “system model” or “state model.”

The reinforcement learning and Markov decision process communities avoid the issue of modeling

information by assuming that the transition dynamics are captured in a transition matrix

P (s′|s, a) = Prob[St+1 = s′|St = s, at = a].
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If the state (or action) is continuous, then p(s′|s, a) is referred to as a transition kernel. Of course,

assuming that the transition matrix is given as data does not mean that we have avoided computing

an expectation; it has simply hidden this step. The transition matrix is simply the expectation

p(s′|s, a) = E1{s′=SM (s,a,W )} (5)

where the expectation is over the random variable W .

It is common in computer science to identify problems based on whether they are “model-based”

(the transition matrix is known) or “model free” (the transition matrix is not known). The terms

model-based and model-free were originally developed in the engineering community to distinguish

simple problems where the transition function is known and can be expressed as a system of equations,

or unknown, which might arise when trying to describe the dynamics of a complex operational

problem such as a chemical plant. Obviously, if we do not know the transition function we cannot

compute the transition matrix. An important problem class arises when the transition function is

known, but the probability law for the exogenous information process is not known; such problems

are also known as “model free.”

In communities such as operations research, it is often the case that the transition function is

known, but the transition matrix cannot be computed because the state (and often the action) is

simply too complex. There are many physical systems in operations research (most involving the

management of resources) where the system dynamics can be written as a system of linear equations

Atxt −Bt−1xt−1 = bt. (6)

An equivalent way of writing these equations, but with a closer relationship to a state-based repre-

sentation, is

Rt = Rt−1 +Bt−1xt−1 + R̂t, (7)

Atxt = Rt. (8)

Here, R̂t might represent exogenous changes to supply (think about rainfall into a reservoir or

donations of blood), which is comparable to bt above. Equation (6) is often used in a set of equations

that includes all time periods at the same time. By contrast, equations (7)-(8) are used when we are

solving a problem at time t, where xt−1 has already been determined.
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The stochastic programming community will typically write these equations in the form

Atxt = bt −Wtxt−1. (9)

In the language of stochastic programming, At is known as the recourse matrix and Wt is the

technology matrix.

This style is preferred because it can be understood by linear, nonlinear and integer programming

packages. The use of generic transition functions, widely used and accepted in the engineering

controls community, are not used in operations research because they are too general. Despite this

attitude, they are implicit in the generation of scenario trees. To see this, if we have created a

scenario tree up to time t by creating the history ht, we can represent the simulation of a successor

node as

ht+1 = SM (ht, ·,Wt+1(ω))

= (ht,Wt+1(ω)).

Note that we ignore the decision (since we assume that decisions do not affect exogenous information),

and the next “state” (equivalent to a history here) is found by sampling Wt+1(ω) and then adding

this to the history. Instead of using SM (·) (which applies to the entire state, including the resource

state vector Rt), it would be better to create separate transition functions for the resource state and

the exogenous information (captured by the scenario tree). Thus, we might write

St = (Rt, It),

SM (·) = (SR(·), SI(·)),

Rt+1 = SR(Rt, xt,Wt+1) = R̂t+1 +Btxt,

It+1 = SI(It, ·,Wt+1).

Here, we have inserted It for the exogenous information. In a classical scenario tree, we would

use It = ht which is favored by some for its mathematical generality despite the computational

implications. However, we are allowing ourselves to use a more compact representation of the history

(that is, a true state variable) if the entire history is not needed. Thus, in our asset selling example
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where pt+1 depends on pt, pt−1 and pt−2, we would write

It = (pt, pt−1, pt−2),

It+1 = SI(It,Wt+1)

= (pt+1, pt, pt−1).

Note that if our information state is more compact than the entire history, then it is possible (and

likely) that our scenarios no longer form a tree. When this happens, we no longer have the exponential

growth in the size of the scenario tree that plagues the field of stochastic programming. Now, the

number of states at time t is limited by the number of possible values of St = (Rt, It) which may, of

course, still be extremely large.

3.5 Objective function

Writing the objective function has become a lost art in several subcommunities in stochastic opti-

mization. It is very common, for example, for researchers in dynamic programming and reinforcement

learning to express a problem as consisting of a state space S, action space A, reward function R(s, a),

and one step transition matrix P (sometimes the discount factor γ is written explicitly). They then

move immediately to the solution of Bellman’s equation which is written

V (s) = max
a

(
C(s, a) + γ

∑
s′∈S

P (s′|s, a)V (s′)
)
. (10)

Lost in the process is a statement of the actual objective function, which is given by

max
π

E
∞∑
t=0

γtC(St, π(St)), (11)

where St+1 = SM (St, at,Wt+1) (this is often written s′ = SM (s, a,W )). The search over policies

π is understood to mean an abstract search over the space of functions for making decisions. The

problem with this formulation, especially for those interested in computational solutions, is that it

does not immediately suggest a practical algorithmic strategy.

The stochastic programming community often writes the objective as

max
x0,...,xT

E
T∑
t=0

γtctxt, (12)
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subject to

A0x0 = b0, (13)

x0 ≥ 0. (14)

For t = 1, . . . , T and all ω ∈ Ω:

At(ω)xt(ω)−Bt−1(ω)xt−1(ω) = bt(ω), (15)

xt(ω) ≥ 0. (16)

In its most general form, At, Bt and ct are all random variables for t ≥ 1, and as a result xt is

also random. For this reason, equations (15)-(16) have to hold for each ω ∈ Ω. It is mathematically

equivalent to write these equations without the “(ω)” everywhere, but to instead write

Atxt −Bt−1xt−1 = bt, a.s. (17)

xt ≥ 0. a.s. (18)

where “a.s.” means “almost surely,” which is the same as saying that it has to be true for every

ω ∈ Ω where p(ω) > 0 (“almost sure” also means “with probability 1”). The reader has to remember

that any variable indexed by t ≥ 1 is random at time t = 0.

It is important to recognize that the maximization over x0, . . . , xT in (12) is not over a deter-

ministic vector, but is rather a maximization over the set x0(ω), . . . , xT (ω) for all ω ∈ Ω. This is

not at all clear from the notation, but rather is something that you have to keep in mind from the

understanding that decisions are random (this is dangerous, as some authors have solved the problem

in (12) treating x0, . . . , xT as deterministic!).

For the moment, we ignore the fact that this is likely to be an extremely large set (note that xt(ω),

for a single time t and a single realization ω, may have hundreds or thousands of dimensions). We

have a problem in that the formulation in (12) - (16) allows a decision at time t to “see” information

in future time periods, since the index ω determines the entire sample path. By indexing xt(ω) using

a sample realization ω, we are basically indexing the decision by the entire sample path, rather than

just what we know as of time t.
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Mathematicians handle this issue by adding the statement “where xt is Ft-measurable,” which

means that xt is not allowed to depend on information in the future. Authors who are not familiar

with this terminology may write the stochastic program in the form (12)-(16), leaving the reader

unsure as to whether the author even understands that xt is random and, if it is, that a measurability

condition has to be imposed.

The more practical problem is the gap between saying that “xt is Ft-measurable” and finding

solutions where it is true. In our dynamic programming model, the policy π(St) is constructed to

depend on St which contains only the information available up to time t, avoiding this issue. The

stochastic programming formulation, however, requires additional machinery. Let

Ht(ht) = {ω ∈ Ω|(W1(ω), . . . ,Wt(ω)) = ht}. (19)

The set Ht(ht), then, is the set of all sample paths ω where the history (W1(ω), . . . ,Wt(ω)) matches

a specific history ht. Keep in mind that a history ht corresponds to a node in the scenario tree, while

ω always refers to the entire history until time T . If xt is not able to see information in the future,

then xt(ω) should be the same for any ω ∈ Ht(ht), since all of these sample paths are the same up

to time t. We write this requirement as

xt(ω)− x̄t(ht) = 0, ∀ω ∈ Ht(ht), ∀ht. (20)

Equation (20) is known as the nonanticipativity constraint in stochastic programming. This is math-

ematically equivalent to the statement “xt is Ft-measurable.” Note that we have augmented our

decision variables xt(ω) with the new variables x̄t(ht).

The optimization problem (12)-(16) plus (20) is a well defined linear program that can, in prin-

ciple, be given to a solver. The problem, of course, is that it will generally be exceptionally large.

In some cases, these problems cannot even be read into the memory of the large machines available

today. Researchers limit the size of the problem by first limiting the number of “stages” which are

the time periods where new information is revealed. It is possible to have multiple time periods

within a stage. Thus, we may make decisions over an entire day, despite the fact that information

may change each hour. The second strategy is to use Monte Carlo sampling to limit the number of

outcomes.

The dynamic program given in equation (11) (combined with the transition function) and the
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stochastic program defined by (12)-(16) and (20) can be viewed as equivalent formulations of the

same problem, with the obvious switch from infinite horizon to finite horizon. Later we are going to

argue that the stochastic program is, in fact, a particular class of policy that can be used to solve

(11).

4 Policies/decision functions/control laws

To understand the linkage between dynamic programming, stochastic programming and control

theory, it is important to understand what is meant by a policy, which is the same as a decision

function or a control law (a term widely used in control theory). All of these refer to a mapping

from a state to a feasible action. The problem is that policies come in many flavors, and certain

subcommunities may focus almost exclusively on very narrow classes of policies.

Before giving an overview of different classes of policies, it is useful to discuss terms such as

admissability and implementability. For many, an admissible policy means a policy that does not

depend on information that is not available at time t. A good example of an inadmissible policy is

one where we take a history of prices of a stock index over the last 10 years. Assume we compute

the lowest price each year and assume we purchase the index at this price, and then find the highest

price (after this time) and assume that we sell at this price. This “buy low, sell high” policy requires

that we know prices over an entire year to compute the lowest and highest prices.

In some communities, “admissible” means a policy that can be computed and implemented.

Assume, for example, that we require that we choose an action at ∈ A(St) that falls in a feasible

region (that may depend on the state St). An admissible policy cannot cheat (peek into the future)

and it has to be feasible (that is, at ∈ A(St)). There is a growing tendency, however, to separate the

concept of information from whether an action is feasible, bringing some authors to use “admissible”

to refer purely to the information content, and then let “implementable” to mean that the action is

feasible.

Below we describe what we feel are four fundamental classes of policies that have been widely

used in specific problem settings. These may be used by themselves, or as the basis of hybrid policies.

This view creates a link between different communities using the languages of dynamic programming

and control theory. We claim that these four classes of policies are fundamental and form the basis

of all policies, which may be hybrids of these four fundamental classes.
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4.1 The four classes of policies

In our experience, policies can be organized into four fundamental classes. In our discussion below,

we are going to make the transition from policy π(s) to a decision function Xπ(St) where π carries

the information that specifies the class of policy, as well as any parameters that might be needed to

compute the policy. We default to the use of x as a decision, and therefore Xπ(St) as the policy. We

would use Aπ(St) if we were using action a, or Uπ(St) if we were using control u. We also distinguish

between a time dependent policy, and a policy that depends on information available at time t. It is

surprisingly common in dynamic programming to assume that policies are stationary (that is, they

do not depend on time). By contrast, a policy in a finite-horizon problem would always be time

dependent. The correct notation is to let Xπ(St) refer to a stationary policy that depends on the

information available at time t, and to let Xπ
t (St) denote a time-dependent policy. Some authors in

dynamic programming would prefer to use Xπ(St) to refer to time-dependent problems by including

time t in the state variable. We do not favor this notation.

• Myopic cost function approximations - A myopic policy is of the form

XM (St) = arg min
xt∈Xt

C(St, xt).

In some settings, we can modify the problem to get better results over time, either by modifying

the cost function itself, or possibly by modifying the constraints. We can represent this using

XCFA(St) = arg min
xt∈Xπt (θ)

Cπ(St, xt|θ).

where θ represents any tunable parameters needed to adjust the function.

• Lookahead policies - A lookahead policy optimizes over more than one time period into the

future, for the purpose of making better decisions now. Lookahead policies are also referred

to in different communities using names such as rolling horizon procedures, receding horizon

procedures, tree search (including Monte Carlo tree search, popular in computer science) and

roll-out policies. The most common version is to approximate the future deterministically and

solve the deterministic optimization problem

XLA−Det
t (St) = arg min

xt

(
ctxtt +

t+T∑
t′=t+1

ct′xtt′

)
, (21)
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where arg minxt optimizes over the entire (deterministic) vector xt = (xtt, . . . , xtt′ , . . . , xt,t+T ),

but the decision functionXLA−Det
t (St) captures only xtt. Of course, this has to be solved subject

to constraints at each point in time and across time periods. Since there is considerable interest

in explicitly accounting for uncertainty when we make a decision, we might solve a problem of

the form

XLA−SP
t (St) = arg min

xt

ctxtt +
∑
ω̃∈Ω̃t

p(ω̃)

t+T∑
t′=t+1

ct′(ω̃)xtt′(ω̃)

 . (22)

Here, Ω̃t represents a subset of random outcomes over the interval t to t + T . Equation (22)

is a classical two-stage stochastic programming formulation, where we first choose xtt, then

observe ω (which might be a sequence of random variables over time periods t+ 1, . . . , t+ T ),

and then choose xtt′(ω) for all t′ > t given ω.

A more extreme strategy is to solve exactly an approximation of a finite horizon Markov

decision process, purely to find the decision to make now. We note that approximating the

future as a Markov decision process on a rolling basis is a form of (model-based) lookahead

policy. However, this should not be confused with using value function approximations based

simulations from the real model. The distinction is subtle but important.

• Policy function approximations - PFAs are used when the structure of the policy Xπ(St) (or

more likely Aπ(St)) seems obvious. A PFA is an analytic function that returns an action given a

state, without solving an imbedded optimization problem. One example is our (q,Q) inventory

re-ordering policy which we can write

Aπ(Rt) =

{
0 If Rt ≥ q,
Q−Rt If Rt < q.

(23)

A second example is a model for determining the size of a fleet (this is a real-world example).

We let at be the decision that sets the fleet size, where we could consider using the formula

Aπ(St) = θ0 + θ1(Average speed) + θ2(Ton-miles).

This is, in fact, precisely the policy that was used at one point by a major railroad in the U.S.

Finally, we might dispatch a shuttle bus when it has been waiting more than M minutes, or if

there are more than P people on board.
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• Policies based on value function approximations - VFA policies are based on Bellman’s equation,

and have the form

XV FA(St) = arg min
xt∈Xt

(
C(St, xt) + E{V̄t+1(St+1)|St}

)
, (24)

where we have used the expectation form of Bellman’s equation (we replace the one-step tran-

sition matrix in (10) with an equivalent expectation). We may eliminate the expectation by

using the post-decision state variable, which allows us to break Bellman’s optimality equation

into two steps:

Vt(St) = min
xt∈Xt

(
C(St, xt) + V x

t (Sxt )
)
, (25)

V x
t (Sxt ) = EVt+1(St+1). (26)

We now leverage the fact that the minimization in equation (25) is a deterministic optimization

problem (useful when decisions are scalar actions, but essential when they are vectors). We

replace the true post-decision value function V x
t (Sxt ) with an approximation V̄ x

t (Sxt ), giving us

the policy

XV FA(St) = arg min
xt∈Xt

(
C(St, xt) + V̄ x

t (Sxt )
)
. (27)

It is important to remember that value function approximations are estimated using information

derived from the real stochastic process rather than an approximation of the future. These

may be derived from real (online) observations, or a simulation of a real process. Once we have

the value functions, they can be used as we step forward in time without re-estimating them

from scratch, as would be necessary if we were approximately solving the dynamic program in

a lookahead policy (as discussed above).

Of these four classes of policies, only pure lookahead policies do not use any form of functional

approximation (which is part of their appeal). Functional approximations come in three basic flavors:

• Lookup tables - This requires that for each discrete state s, we have a table that specifies an

action A(s) or a value V̄ (s). With lookup tables, there is a parameter (the action or the value)

for each state.

• Parametric models - For a policy function approximation, this would include (q,Q) inventory

policies, or our decision to adjust our fleet size based on a regression model. For value function
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approximations, it is very common to write these as linear models of the form

V̄ (s|θ) =
∑
f∈F

θfφf (s), (28)

where φf (s) is a feature (this can be any function of the state), F is the set of features and

θf , f ∈ F is the set of regression parameters.

• Nonparametric models - There is a small but growing literature proposing to use nonparametric

statistics to approximate policy functions or value functions. Nonparametric methods have

attracted the most attention in the context of value function approximations. Popular methods

include kernel regression and support vector machines (or support vector regression).

A powerful hybrid strategy is known as semi-parametric statistics, which combine an aggregated

lookup table with a parametric model. For example, we might represent a policy as a linear function

of the state, but where there are different linear functions for different regions of the state space.

Some have pointed out to me that a lookup table is a form of parametric function, which is

mathematically true. However, computationally it is much closer to nonparametric methods with

its unique ability to approximate any (discrete) function. For this reason, we feel that lookup tables

deserve their own class. We might add that a fairly powerful strategy is to use aggregation. A

lookup table, for example, may be represented as a weighted some of estimates at different levels

of aggregation, or through the use of overlapping (and nonhierarchical) aggregations, a technique

widely recognized as tiling in the reinforcement learning community.

We believe that these four classes of policies, combined with the recognition of three classes

of approximation strategies, provides a useful synthesis that cuts across different communities and

algorithmic strategies. It is important to recognize that it is possible, and common, to use hybrids.

A lookahead policy can be combined with value function approximations; myopic cost function

approximations (and lookahead policies) can be combined with lookup tables for policy function

approximations. A powerful class of approximation strategies is called semi-parametric statistics,

that combines lookup table (which includes classification) and parametric methods.

It is surprisingly common to equate dynamic programming with policies (and value functions)

based on lookup tables. A lookup table means there is an action (which represents a parameter to be

determined) for every (discrete) state in the system. This strategy suffers from the well known curse

of dimensionality, and has long been a reason to dismiss dynamic programming as an algorithmic
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strategy. We claim that dynamic programming is a model (in particular, the sequential decision

problem given in equation (11)), and any policy that represents a solution to (11) is a solution (even

if it is not an optimal solution) to this problem. Our feeling is that we have to move past the

historical pattern of equating lookup tables with dynamic programming.

This view casts stochastic programming as a lookahead policy to solve the original dynamic pro-

gram. Lookahead policies are also known as model-predictive control in the control theory community,

because it uses a model (typically an approximate model) of the problem to optimize over a horizon

to find a solution to implement now. Once we solve the stochastic program, we implement xt (which

is deterministic, because it depends on the state St at time t), then roll forward to state St+1 and

repeat the process. This is the reason that stochastic programming is allowed to approximate the

future, both through Monte Carlo sampling and by limiting the number of stages (which introduces

a level of cheating within the lookahead model).

5 From stochastic search/simulation-optimization to dynamic pro-
gramming

A popular problem in stochastic optimization can be stated simply as

min
x

EF (x,W ), (29)

where W is a random variable and x is a deterministic design parameter. This problem is the

foundation of the field of stochastic search, where it has received considerable attention since the

seminal work of Robbins & Monro (1951). It is assumed that the expectation cannot be computed

exactly, resulting in algorithms that depend on Monte Carlo simulation. Problems differ based on

whether algorithms are derivative-based or derivative free, the structure of the function F (x,W )

(e.g. is it convex, unimodular, Lipschitz, ...), and the nature of F itself (e.g. computer simulation

vs. physical experiment, and the time required for a single measurement which can range from a

fraction of a second to days).

The stochastic search community has evolved largely independently of the dynamic program-

ming/stochastic control communities. However, it is very easy to write our dynamic programming
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problem as a stochastic search problem using

max
π

E
T∑
t=0

C(St, X
π(St)). (30)

Equation (29) and equation (30) are mathematically equivalent when you recognize that the search

over policies π is basically a search over deterministic parameters. For example, π might include a

search over classes of policies (lookahead, different types of policy function approximation, policies

based on value function approximation). More often, we fix the class of policy, but we still have to

search over a vector θ that parameterizes the policy. For example, imagine that our policy uses a

value function approximation parameterized by the regression vector θ, as in

XV FA(St|θ) = arg min
xt∈Xt

(
C(St, xt) +

∑
f∈F

θfφf (Sxt )
)
. (31)

It is common to search for θ so that the approximation
∑

f∈F θfφf (Sxt ) closely approximates the

value of being in post-decision state Sxt ; this is the strategy known as Bellman error minimization.

However, a very effective strategy, known as direct policy search, is to solve

max
θ

E
T∑
t=0

C(St, X
V FA(St|θ)). (32)

We quickly see that the search over parameter vectors θ in equation (32) is both mathematically

and computationally equivalent to the original stochastic search problem in equation (29). Direct

policy search can be extremely effective, but encounters all the same algorithmic challenges that are

familiar to this community.

It is tempting to separate “static” problems such as (29) where a decision is made once from

sequential problems where decisions are made over time, adapting to new information as it arrives.

But it is more accurate to think of sequential problems in terms of finding a policy which is chosen

deterministically (in most applications) in advance. It is from this perspective that stochastic search

problems (equation (29)) and dynamic programs (equation (30)) can be viewed in a similar light.

Direct policy search can be used to help tune any policy. We might let the parameter vector θ

represent bonuses and penalties in our myopic cost function approximation, the planning horizon (and

sampling strategy) in a lookahead policy, the regression coefficients (or other tunable parameters) in

a policy function approximation, or as the parameters in a value function approximation (as we just

illustrated).
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The optimization problem expressed by equation (32) has been widely studied under names

such as stochastic search, ranking and selection, and simulation-optimization. The problem can

be approached using frequentist or Bayesian frameworks. Furthermore, it might be solved in an

offline environment, where we maximize the function using computer simulations. However, there

are many opportunities to optimize problems in a “learn as we go” fashion, producing the well-known

multiarmed bandit problem. We might be able to simulate a single observation of a function in a

fraction of a second, but some simulations can take hours or days, and field observations may take

a week or a month (and sometimes a year). Each of these settings motivates different algorithmic

strategies.

Stochastic search is not the only way to solve a dynamic program, and for many problems it would

be hopelessly impractical. It is best suited for problems where the “search over the space of policies”

is equivalent to a search over a low-dimensional parameter vector θ. This would never be possible

when using a lookup table representation, which means there is a separate action (parameter) for

each state. One class of problems where this causes serious issues is time-dependent control problems.

For example, consider the policy in equation (31) where we use a value function approximation. Now

imagine that we want to use a time-dependent policy with the form

XV FA
t (St|θ) = arg min

xt∈Xt

(
C(St, xt) +

∑
f∈F

θtfφf (Sxt )
)
. (33)

Here, the stationary parameter vector θ in (31) has been replaced with the vector θ = (θtf ), f ∈

F , t = 0, 1, . . . , T . If we have a problem with five features and 100 time periods, we now have 500

parameters to search over. Such problems are not hard to solve using Bellman error minimization,

which can handle problems with thousands of time periods. However, this would be exceptionally

difficult using the tools of derivative-free stochastic search.

6 From dynamic programming to stochastic programming

Stochastic programming has enjoyed considerable attention within the operations research com-

munity, where there is a surprisingly widespread view that stochastic programming and dynamic

programming represent competing strategies to solve stochastic optimization problems. We believe

that these two communities are much closer than they realize, separated primarily by differences in

terminology and notation. This section is intended to help bridge this gap.
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First, we need to emphasize that a dynamic program is a sequential (and for our purposes,

stochastic) decision process. Bellman’s equation (used in both dynamic programming and stochastic

programming) is 1) a mathematical characterization of an optimal policy and 2) one of four potential

types of policies. Second, stochastic programming is both a model of a sequential decision problem

(that is, a dynamic program), as well as a class of algorithmic strategies. The stochastic programming

community universally uses one of two algorithmic approaches: lookahead policies (such as the

one given by equation (22)), and policies based on value function approximations (also known as

approximate dynamic programming). With the latter strategy, the value function is approximated

using a piecewise linear function created using Benders’ cuts. There is a common tendency to view

a value function in terms of lookup tables, but there is simply no reason to do this. Benders’ cuts

represents a class of nonparametric value function approximation that allow us to exploit the natural

convexity of many applications.

Many in operations research equate “dynamic programming” with Bellman’s equation, often

written as

V (s) = min
a∈A

(
C(s, a) + γ

∑
s′∈S

P (s′|s, a)V (s′)
)
.

This formulation applies to stationary, infinite horizon problems, and generally assumes that state s

and action a are discrete. We next make the transition to time-dependent problems

Vt(St) = min
at∈At

(
C(St, at) + γ

∑
s′∈S

P (St+1 = s′|St, at)Vt+1(s′)
)
. (34)

We have also replaced the state s with St; some will interpret this as a random variable, which is fine

(equation (34) can be interpreted in terms of being in a realization of St). Since we will never be able

to compute the one-step transition matrix, we instead switch to the expectation form of Bellman’s

equation with

Vt(St) = min
at∈At

(
C(St, at) + γE{Vt+1(St+1)|St}

)
, (35)

where St+1 = SM (St, at,Wt+1). Here, we can interpret the expectation as a sum (or integral) over

the random variable Wt+1, but we can also interpret it as a conditional expectation over the entire

set ω ∈ Ω representing observations of W1,W2, . . . ,WT . In this case, to be accurate we need to also

index the expectation by the policy π since this influences the event that we are in a particular state
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St. We can avoid this by viewing the expectation as a sum over all outcomes of Wt+1, . . . ,WT . There

is an implicit assumption that we are using an optimal policy from time t+ 1 onward.

Of course, we cannot compute the expectation either. We use the fact that the value function is

the sum of all future costs. We are going to briefly assume that we can fix the policy represented by

Aπt (St) (we are going to assume that our policy is time-dependent). This gives us

V π
t (St) = min

at∈At

(
C(St, at) + E

{
T∑

t′=t+1

γt
′−tC(St′ , A

π
t (St′))

∣∣∣∣∣St
})

. (36)

We next switch from finding a scalar action at to a vector-valued decision xt which, for the moment,

we will assume is given by a yet-to-be determined function (policy) Xπ(St) which returns a feasible

vector xt ∈ Xt. Since we cannot compute the expectation, we take the next step of replacing it with

an average over a set of sample paths given by the set Ω̂, giving us

V̄ π
t (St) = min

xt∈Xt

C(St, xt) +
1

|Ω̂|

∑
ω∈Ω̂

T∑
t′=t+1

γt
′−tC(St′(ω), Xπ

t′(St′(ω)))

 . (37)

We have replaced V π
t (St) with V̄ π

t (St) to indicate that we are computing a statistical estimate. At this

point, we have made a critical switch from a true model of the future to an approximate lookahead

model. It is because of the need to approximate the future that this is a lookahead policy, also known

as a form of model predictive control, a term widely used in the control theory community. We can

compute V̄ π
t (St) by simulating our policy Xπ over time periods t+ 1, . . . , T for each sample path ω.

Of course, until we describe how to compute this “policy” this is a fairly meaningless equation.

We note in passing that there is a tendency in the stochastic programming community to confuse

the lookahead model (an approximation of the future for the sole purpose of computing a decision)

and the real model. We suspect that the reason is that the lookahead model starts with the real

model, but once we start introducing approximations, then we have to recognize that we have moved

to a lookahead model. This has practical implications. For example, a user might be interested

in modeling a system over 100 time periods. A scenario tree with 100 stages would be hopelessly

intractable. However, it is generally not necessary to use a lookahead horizon that extends to the

end of the real horizon. We may get very good policies by using a lookahead horizon of five time

periods, and use this to create a policy that can be simulated over 100 time periods. Of course, it

would be best if this simulation is run many times to get statistical estimates of the value of the

policy.
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t 1t  2t  3t  4t  5t 

Figure 1: Illustration of a scenario tree based on Monte Carlo samples.

It is important to emphasize that the state St′ consists of two components: the resource state

Rt′ that is controlled by our decisions xt, . . . , xt′ , and the exogenous information that we have been

calling It′ . In stochastic programming, it is common practice to view the exogenous information

state as the entire history ht′ . Keep in mind that we are starting at time t in a given initial state St

(the entire discussion could be written starting at time t = 0, but our decision to start at time t will

facilitate other discussions). This means that our history up to time t′ consists of

htt′ = (Wt+1,Wt+2, . . . ,Wt′).

Our state at time t′ (given that we are starting at time t) is then given by St′ = (Rt′ , htt′). Technically

we should index the state as Stt′ , but we are going to make the indexing on time t implicit.

Let Ω be the set of all possible realizations of (Wt+1,Wt+2, . . . ,WT ) (we could have written Ω

as Ω[t+1,T ]). Since this set is too large, we might choose a sample Ω̂ of Ω, but we prefer to generate

these outcomes in the form of a scenario tree (which is literally a tree of the exogenous information

captured in the history). A scenario tree is illustrated in figure 1. Imagine that we have generated

a specific history ht′ (dropping the index t). This is called a node in the scenario tree, and from

this node (this history), we can generate multiple sample paths by sampling multiple realizations of

Wt′+1 that may depend on the history ht′ . We keep repeating this process until we reach the end of

our horizon T .

31



From a particular history ht′ , we have just created a (hopefully not too large) set of histories ht′+1

that all depend on ht′ . There may be multiple outcomes that match a particular history up to time t′.

Let Ht′(ht′) be the set of outcomes ω ∈ Ω̂ where the partial sequence (Wt+1(ω),Wt+2(ω), . . . ,Wt′(ω))

matches ht′ . We note that Ht(ht) = Ω (all outcomes start at ht) while HT (hT ) maps to a single

outcome ω.

We proceed by creating a lookup table representation of our policy. Starting at time t′ = t, we

are in state St = (Rt, ht) and we use our policy Xπ
t (St) to compute xt. Now step to time t + 1

and assume that we observe Wt+1 which takes us to ht+1. We can compute the resource vector

Rt+1 = R̂t+1 + Btxt where R̂t+1 is exogenous information captured in Wt+1 (and therefore ht+1),

which allows us to to compute St+1 = (Rt+1, ht+1). We see, then, that given our “policy” (our

yet-to-be-revealed rule for making decisions), the history ht′ determines Rt′ and therefore the state

St′ . This means that given our policy, we can associate a decision xt′(ht′) for each history ht′ , which

is equivalent to a lookup table representation of our policy. This is precisely what is done in the

stochastic programming community.

We now have the notational machinery to solve equation (37) for the optimal policy (given the

restricted scenario tree that we are using). We are going to use the fact that the resource state

variables Rt′ are all linked by a set of linear equations. We do not care how the information state

variables It′ are linked as long as we can enumerate all the histories independent of prior decisions.

However, it is important to recognize that the information variables (the histories) are linked through

some sort of transition function (terminology that is not used in stochastic programming). This allows

us to optimize over all the decisions xt and xt′(ω), t′ > t, ω ∈ Ω as one large linear (and possibly

integer) program:

V̄t(St) = min
xt

C(St, xt) +
1

|Ω̂|

∑
ω∈Ω̂

min
xt+1(ω),...,xT (ω)

T∑
t′=t+1

γt
′−tC(St′(ω), xt′(ht′(ω)))

 . (38)

We have to recognize that Ω̂ is the set of all histories that we have sampled, where an element ω ∈ Ω̂

refers to an entire history from t to T (this is implicitly a conditional expectation given St). Then,

we can interpret xt′(ω) as xt′(ht′(ω)) as the decision that depends on the history ht′ produced by

the sample path ω.

To illustrate, imagine that we are solving a problem for time periods t, t + 1 and t + 2, where

we generate 10 observations of Wt+1 and, for each of these, 10 more outcomes for Wt+2. This means
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that we have 100 elements in Ω̂. However, we have to choose a single vector xt, 10 vectors xt+1 and

100 vectors xt+2.

An alternative way of interpreting equation (38), however, is to write xt′(ω) explicitly as a function

of ω, without inserting the interpretation that it only depends on the history up to time t′. This

interpretation is notationally cleaner, and also represents what the field of stochastic programming

actually does. However, it then introduces an important complication. If we index xt′(ω) on ω, then

this is the same as indexing it on the entire history from t to T , which means we are allowing the

decision to see into the future.

To handle this, we first make one last and minor modification to our objective function by writing

it in the form

V̄t(St) =
1

|Ω̂|

∑
ω∈Ω̂

min
xt(ω),...,xT (ω)

T∑
t′=t

γt
′−tC(St′(ω), xt′(ht′(ω))). (39)

We need to solve this optimization subject to the constraints for t′ > t and all ω ∈ Ω̂,

Atxt(ω) = bt, (40)

xt(ω) ≥ 0, (41)

At′(ω)xt′(ω)−Bt′−1(ω)xt′−1(ω) = bt′(ω), (42)

xt′(ω) ≥ 0. (43)

In this formulation, we interpret xt′(ω) exactly as it is written - a single vector xt′ for each outcome

ω ∈ Ω̂ rather than the history ht′(ω).

All we have done here is to include xt (the “here and now” decision) in the summation over

all the scenarios ω. Returning to our little example with three time periods, we have three sets of

decisions xt, xt+1 and xt+2 with 100 outcomes, creating 300 vectors that we have to choose. If we

solved this problem without any further changes, it would be like solving 100 deterministic problems,

where each set of vectors (xt, xt+1, xt+2) depends on ω. To implement this solution we have to know

the entire future before choosing xt. This is an example of an inadmissible policy (alternatively, we

might say that the solution is anticipative because it is allowed to anticipate the future).

The stochastic programming community fixes this problem in the following way. We do not want

to have two different decisions for xt′ for two different outcomes ω that share the same history up to
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time t′. So we can introduce the constraint

xt′(ω)− x̄t′(ht′) = 0, ∀ω ∈ Ht′(ht′), (44)

for all histories ht′(ω). Here, x̄t′(ht′) is a new set of variables where there is one variable for each

history. Equation (44) is known as a nonanticipativity constraint because it requires each xt′(ω) for

all ω ∈ Ht′(ht′) (that is, the set of all outcomes that share a common history) to be the same. Note

that if t = t′, there is only a single history ht (determined by the state St that we are in at time t).

Equation (39), then, is optimizing over all policies in the set of lookup table policies by choosing

the best vector xt′ for each history ht′ . Note that the histories ht′ are predetermined in advance. The

key feature (when dealing with vector-valued decisions) is that the optimization problem defined by

(39)-(43), along with the nonanticipativity equation (44), is a linear program (integrality constraints

may also be included). The only problem is that for many applications, it is an extremely large linear

(or integer) program. For this reason, it is very common to simplify the scenario tree by limiting the

number of times that information can be revealed. In fact, the most popular strategy is to assume

that after making a decision xt, information is revealed once, typically over the entire remainder of

the horizon, which means that the vector xt+1 is allowed to see Wt′ for t′ > t+ 1.

If we solve equation (39) subject to the constraints (40)-(43) along with the nonanticipativity

constraint (44) (using any approximations to limit the size of the problem), then this is a form of

lookahead policy using a lookup table representation. We can represent the solution to this optimiza-

tion problem as XLA−SP
t (St) which returns a decision xt. Because of necessary approximations in

the future, we typically implement xt, then we simulate (or observe) the transition to time t+ 1 and

repeat the process, as illustrated in figure 2. It is important to differentiate what might be called the

“lookahead model” (the model we used for the purpose of peeking into the future) and the real model.

For example, we can tolerate a lookahead model that allows us to peek into a simulated future, but

not one that allows us to peek into the real future. For this reason, the process of generating sample

realizations Ω̂ has to be completely separated from actual sample realizations.

Solving the lookahead model can be a very challenging optimization problem which has attracted

considerable interest from the research community. It is important to emphasize that solving the

lookahead model optimally should not be confused with finding an optimal policy. An optimal

solution of a finite-horizon lookahead policy, especially if we have to use strategies to limit the size of

the tree (Monte Carlo simulation, limits on the number of information stages), should not be confused
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Figure 2: Illustration of rolling horizon procedure, using a stochastic model of the future.

with finding an optimal policy. The optimal solution of a lookahead model is not, in general, an

optimal policy.

As a result of the computational demands of solving lookahead models, the stochastic program-

ming community has long recognized that there is an alternative strategy based on approximations

of value functions (known as recourse functions in stochastic programming). Using the notational

system in Shapiro et al. (2009), the strategy starts by writing

Qt(xt−1, ξ[t]) = min
xt

(
ctxt + E{Qt+1(xt, ξ[t+1])|ξ[t]}

)
. (45)

Now we just have to translate the notation back to ours. Qt is called the recourse function, but

this is just different terminology and notation for our value function Vt. ξ[t] is the history of the

exogenous information process up to time t (which we refer to as ht). The resource vector Rt is a

function of xt−1 and, if we have an exogenous component such as R̂t, then it also depends on Wt

(which is contained in ξ[t]). This means that the state variable is given by St = (Rt, ht) = (xt−1, ξ[t]).

We note that it is mathematically equivalent to use xt−1 instead of Rt, but in most applications

Rt is lower dimensional than xt−1 and would be more effective computationally as a state variable.

Indeed, we would argue that while xt−1 is a sufficient statistic to describe the resource state Rt, it is

not necessary because it carries more dimensions than are necessary.

We still face the challenge of optimizing (over a vector-valued decision xt) the imbedded expecta-

tion of the unknown function Qt+1(xt, ξ[t+1]). We overcome this problem by using the concept of the

post-decision state variable which we introduced in section 3.1. Let Qt+1(xt, ξ[t+1]) = Qt+1(St+1) =

Vt+1(St+1) be the value function around the pre-decision state variable, which is a random variable

at time t. We eliminate the expectation (as we did in equation (25)) by using the value function

around the post-decision value function. If St = (Rt, It) = (xt−1, ht) = (xt−1, ξ[t]) is the current

pre-decision state, the post-decision state is given by Sxt = (Rxt , It) = (Rxt , ht) = (xt, ht) = (xt, ξ[t]).
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Note that when we replace Rxt with xt, we are not saying that Rxt = xt, but rather that the state

variable is a function of xt.

These observations allow us to write (45) as

Qt(xt−1, ξ[t]) = min
xt

(
ctxt +Qxt (Rxt , ht)

)
(46)

= min
xt

(
ctxt +Qxt (xt, ht)

)
. (47)

In the notation of dynamic programming (but retaining the linear cost structure), this would be

written

Vt(St) = min
xt

(
ctxt + V x

t (Sxt )
)
. (48)

Equation (47) is a deterministic optimization problem, which is much more amenable to solution

using the tools of math programming. Our only challenge, then, is finding an approximation of

V x
t (Sxt ) = Qxt (xt, ht). The most popular strategy in stochastic programming is to use the concept

of Benders’ decomposition, where Qxt (xt, ht) is replaced with a series of cuts, producing the linear

program

Vt(St) = min
xt,zt

(
ctxt + v

)
, (49)

where

v ≥ αkt (ht) + βkt (ht)xt(ht), for k = 1, . . . ,K. (50)

The optimization problem (49) with (50) is a linear program indexed by the history ht (this problem

has to be solved for each node in the scenario tree, which is a source of computational difficulty).

The parameters (αkt (ht), β
k
t (ht)) are generated by simulating our way to ht+1 from ht, solving the

optimization problem at node ht+1, and then using the dual information to update the parameters

(αkt (ht), β
k
t (ht)). The updating process involves a form of smoothing which is how we approximate

the expectation (recall equations (25)-(26)). It is standard notation in the stochastic programming

community to index these parameters as (αkt+1(ht), β
k
t+1(ht)) because the cuts are approximating the

problem at time t+ 1, but the parameters are Ft-measurable (which is to say, they are deterministic

at time t), and for this reason it is more consistent with our notation to index them by time t.
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In the limit, the cuts can be shown to converge asymptotically to the true value function. Fur-

thermore, as a result of convexity, we do not have to worry about issues such as on/off policy learning

(familiar to the reinforcement learning community), or the exploration/exploitation tradeoff problem.

The cuts represented by equation (50) are a form of nonparametric approximation that takes

advantage of the convexity of the value function. Benders cuts have attracted considerable attention

in the operations research community, although there appear to be rate of convergence issues when

the dimensionality of the resource variable Rt grows. Another approximation strategy is a value

function that is linear in the resource variable, as in

V̄t(St) = min
xt∈Xt

(
ctxt +

∑
i

v̄tiR
x
ti

)
, (51)

where Rxt is the post-decision resource vector produced by xt (this can be written in the general form

Rxt = Btxt). Another approximation is a value function that is piecewise linear but separable in Rxt ,

as in

Vt(St) = min
xt∈Xt

(
ctxt +

∑
i

V̄ti(R
x
ti)
)
. (52)

Note that the approximations v̄ti and V̄ti(Rti) are not indexed by the history ht, making these

methods computationally much more compact, but with a loss in optimality proofs (which we would

lose anyway as a result of the use of linear or piecewise linear, separable approximations). However,

these techniques have proven useful in industrial problems with hundreds or thousands of time periods

(stages), which could never be tackled using scenario trees.

While the stochastic programming community routinely uses Benders cuts indexed by the history,

any of these approximations may prove effective for a particular problem class. The point is to

highlight the idea that there are many ways to approximate the value function, but if the resulting

problem is going to be solvable with vector-valued decisions, we need to be able to draw on the power

of algorithms from math programming, which limits the types of value function approximations.

As this discussion shows, “stochastic programming” is dynamic programming using different no-

tation and terminology, and one of the most powerful techniques used to solve a stochastic program

uses Bellman’s equation with value function approximations, widely referred to as approximate dy-

namic programming. This linkage has practical implications for the design of algorithms in stochastic

programming.
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• Scenario trees are critical and unavoidable when using a lookahead policy for stochastic pro-

gramming, and it is essential that they be generated independent of past decisions. However,

they are completely unnecessary when using value function approximations such as Benders’

cuts. Furthermore, there is no reason to retain the assumption that the scenario tree is gen-

erated independently of the policy. For example, consider the policy based on Benders’ cuts

given by

XV FA
t (St) = arg min

xt,zt

(
ctxt + v

)
, (53)

subject to (50). It is possible to simulate this policy forward in time, making decisions while

we generate the sample path. This means that the new information Wt+1 which leads to

the updated history ht+1 (or information state It+1) can be a function of the decision xt =

XV FA
t (St). We do not have to generate it in advance. This concept is standard in approximate

dynamic programming.

• There is no reason to index the value function based on the full history. Letting St = (Rt, It) =

(Rt, ht) depend on the full history is precisely what is making scenario trees explode. Indeed,

this is much worse than the “curse of dimensionality” in the state space that plagues classical

Markov decision processes. Most problems do not need the full history, and it is only necessary

to store an information state It that contains only the information that is needed to make a

decision.

• The stochastic programming community has avoided the use of machine learning tools when

building value function approximations. The community exploits the power of Benders’ cuts

(or other approximation methods for the resource state), but uses what is a clumsy lookup

table for the information state. An exciting line of research is to draw on the power of machine

learning to approximate value functions. For example, a very simple idea is to aggregate the

information state It into a small number of points, and then index the cuts (or other value

function approximation) around these aggregated information states. This may not lead to

convergence proofs and bounds (which is important to the stochastic programming community),

but it may produce scalable, practical solutions.
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7 Optimal stopping

A very special class of stochastic optimization problems that arises in mathematical finance is the

optimal stopping problem, where the motivating application might be the decision to sell a stock or

exercise an option. Let Rt be a scalar indicating if we have not yet sold our asset or exercised the

option (Rt = 1), with Rt = 0 meaning that we have stopped. If we stop, we receive a price pt that

evolves stochastically over time. Our information state It will include pt, but it may include past

prices pt−1, pt−2, . . . as well as other sources of information such as economic trends.

It is common to write the optimal stopping time as

max
τ

E
∞∑
t=0

pτ , (54)

where τ is an Ft-measurable random variable. This is similar to the style used in equation (39). It is

very important to recognize that τ is a random variable. If ω ∈ Ω represents all potential paths of our

exogenous information process (which governs the evolution of It), then we actually have a family of

decision variables τ(ω), ω ∈ Ω. In the language of optimal stopping, τ is known as a stopping time

which is defined to be a time at which we sell the asset which uses only the information available up

to time τ . An alternative way of writing this same problem is

max
π

E
∞∑
t=0

Xπ(St)pt, (55)

where Xπ(St) = 1 represents the decision to sell the asset (which can only happen once). Both the

formulations (54) and (55) are understood to mean a search over functions (policies) that determine

when to sell the asset, but computationally the formulations lead to very different solution strategies.

For example, we might use a policy function approximation

Xπ(St) =

{
1 if pt ≥ p̄ and Rt = 1,

0 otherwise.

If this is our policy, finding the best policy means finding the best selling price p̄. A time-dependent

policy might be

Xπ
t (St) =

{
1 if pt ≥ p̄t and Rt = 1,

0 otherwise.
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where now we have to search over the vector p̄t, t = 0, 1, . . .. Yet another strategy would be a

lookahead policy that uses scenario trees. Interestingly, a popular policy uses value function approx-

imations learned using the classical techniques developed in the reinforcement learning community.

This leads to a policy of the form

Xπ
t (St) = arg min

V̄ x
t (1, It)︸ ︷︷ ︸
xt=0

, pt︸︷︷︸
xt=1

 . (56)

The first of the two terms corresponds to the hold decision, where we stay in resource state Rt+1 =

Rxt = 1, given our current information state It; the second term corresponds to selling our asset at the

current price pt. Equation (56) can be used to update the value function approximation V̄t(Rt, It)

using classical methods of approximate dynamic programming. Since we are only interested in

learning the value of being in resource state Rt = 1, these value function approximations are built

around the information state It. This is a critical simplification over other problems in dynamic

programming, because we do not control the evolution of It. As a result, algorithms completely avoid

problems associated with on/off policy learning and exploration/exploitation issues (very familiar to

the reinforcement learning community).

8 Research styles

The communities of operations research, computer science, and the control theory communities in

engineering, economics and finance differ in notational styles and applications, but this is not all.

There are also marked differences in how they approach research as indicated by the questions they

ask and how their results are published.

Consider, for example, how each community publishes its research:

• Operations research, economics and finance - These communities focus on journal publications

with a reasonably high level of mathematical rigor. Papers are typically around 30 pages,

review times are fairly slow, and it will generally take 3-4 years to get a paper into print.

Most OR conferences do not require a proceedings paper. For some, a paper is optional. The

Winter Simulation Conference (the home community for simulation-optimization) requires a

proceedings paper, and while rejection rates are not high, the papers represent serious research,

but not as a replacement for a journal publication.
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• Computer science - The computer science community depends almost exclusively on conference

proceedings to disseminate research. Conferences typically limit papers to 6 or 8 (single spaced)

pages which are quickly reviewed by program committees. Double-blind reviewing is standard,

authors are given a chance to respond to reviews, and rejection rates are 70-80 percent (or

higher in the most elite conferences). Papers appear in print the same year they are submitted.

There are a small number of journals, but 95 percent of publications of most leading researchers

appear in conference proceedings, which are viewed as a final publication outlet rather than a

stepping stone to a journal. Recently, the Journal of Machine Learning Research launched an

area where proceedings papers could be submitted for thorough review with the possibility of

publication.

• Applied math - A considerable amount of the more mathematical research in stochastic opti-

mization appears in SIAM journals, which expect a fairly high degree of rigor.

• Engineering controls - The stochastic optimization/optimal control community lives within

IEEE, a massive community (over 400,000 members) which sponsors a wide range of confer-

ences and journals. Virtually all conferences require proceedings papers which are thoroughly

refereed. However, journal publications remain a mainstay of the research community, and

proceedings papers are recognized as a precursor to a journal publication.

Separate from how the research is published is what is published. While it is difficult to characterize

any large community with a sound-bite, some observations provide a hint into the styles favored by

each community:

• Operations research - The OR community appreciates real applications (but not too com-

plicated), rigorous modeling, and theoretical results which can include convergence proofs or

structural properties (especially when it helps the design of the algorithm).

• Computer science - The AI community in CS also appreciates real applications and theoretical

results, but there is less emphasis on modeling, the applications are simpler and there is much

more emphasis on theoretical results such as bounds on performance, which typically can be

derived within the boundaries of a proceedings paper. While this limits the nature of contri-

butions made in the AI community, reinforcement learning has flourished in this setting, with

fundamental algorithmic strategies that provide insights into problems addressed in operations

research.
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• Engineering controls - The engineering literature is primarily application-based, but a rich tra-

dition of theory has evolved for specific problem classes. Most of the application papers design

policies with the goal of working well, without focusing on performance guarantees (asymp-

totic convergence or bounds). A large part of the controls community assumes a deterministic

problem with possibly stochastic parameters, but considerable research has been devoted to

stochastic control problems with very special structure known as linear, quadratic regulation.

However, a substantial body of research has evolved since the 1970’s developing approximation

methods designed for continuous states and actions, where the emphasis is on robust, scalable

policies that work well in practice.

• Mathematical finance - Math finance addresses specific classes of stochastic optimization prob-

lems, with the two most visible being portfolio optimization (with vector-valued decisions) and

optimal stopping, with a scalar action space. The optimal stopping problem has in particular

received considerable attention, including a line of research that draws on the principles of

approximate dynamic programming. However, this problem has very special structure and has

yielded to analytical solutions favored in this community.

• Applied math (SIAM) - The applied math community in stochastic optimization has focused

largely on algorithms with provable optimality. Many of the advances in stochastic program-

ming and stochastic search have been published in SIAM journals, where there is an emphasis

on mathematical rigor with little or no attention to a motivating application.
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